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Abstract—Network slicing enables Communication Service
Providers to partition physical infrastructure into logically-
independent networks. Network slices must be provisioned to
meet the Service-Level Objectives (SLOs) of disparate offerings,
such as enhanced Mobile Broadband, Ultra Reliable Low Latency
Communications, and massive Machine Type Communications.
Network orchestrators must customize service placement and
scaling to achieve the SLO of each network slice.

In this article, we discuss the challenges encountered by
network orchestrators in allocating resources to disparate 5G
network slices, and propose the use of artificial intelligence
to make core placement and scaling decisions that meet the
requirements of network slices deployed on shared infrastructure.
We explore how artificial intelligence-driven scaling algorithms,
coupled with functionality-aware placement, can enable providers
to design closed-loop solutions to meet the disparate SLOs of
future network slices.

Index Terms—Telecommunications, 5G, AI, Network Functions
Virtualization

I. INTRODUCTION

5G is the next generation of cellular networking tech-
nologies that promises ultra-fast, ubiquitous connectivity for
billions of wireless devices to enable a new wave of services.
Unlike previous generations of cellular networks (3G/4G)
which were designed to support voice and basic data con-
nectivity services, the 5G core (5GC) network is expected to
support a wide variety of services with disparate bandwidth
and latency requirements.

[Table I| summarizes the requirements of services offered by
5G networks [, [2]]. The services fall into three categories: (a)
enhanced Mobile Broadband (eMBB), (b) massive Machine
Type Communications (mMTC), and (c) Ultra Reliable Low
Latency Communications (URLLC). In addition to supporting
diverse applications with disparate requirements, the 5GC
is also expected to support rapid integration of new (often
experimental and short-lived) service offerings.

Network functions and service function chains One chal-
lenge impeding rapid integration of new services into the cel-
lular core has been the high capital and operational expenses.
Cellular network services have traditionally been provided by a
collection of high-capacity network functions (NFs) deployed
on purpose-built dedicated hardware. A user request is pro-
cessed by a predefined set of network functions composed
as a service function chain (SFC). Supporting a new service
thus requires deploying additional hardware and updating the
complex network protocol stack.

Microservices The design of the new 5GC marks a sig-
nificant departure from the well-defined, stateful, monolithic
network functions used by earlier generations of cellular

networks. SGC adopts stateless network functions, deployed as
a collection of loosely-coupled microservice components. Mi-
croservice components are highly maintainable, low-footprint
implementations of limited (oftentimes a single) functionality
(such as a key-value store or a timer service). Consequently,
microservice-based architectures facilitate independent scaling
and update of individual microservices, avoiding long de-
velopment cycles, increasing elasticity, and reducing opera-
tional costs. This decomposition of NFs into multiple smaller
microservice components, or Virtualized Network Function
Components (VNFCs), however, leads to longer, more complex
SFECs.

Network slicing To support applications with disparate Ser-
vice Level Objectives (SLOs), services in 5G are delivered
using logically independent virtual networks. Network slicing
is the concept of creating multiple virtual networks on a
shared physical infrastructure. Each slice guarantees the SLO
for a given service. A 5G slice provides complete network
functionality, including radio access network (RAN) functions,
core network functions, and the transport network connecting
them.

Unlike 4G networks in which multiple services are provided
by the same set of NFs, SG NFs process requests from a
few (often single) service types(s). The NFs processing traffic
for a given service form a network slice, and the 5GC is an
aggregation of network slices, each customized to meet the
SLO of a given service [3l].

Orchestration in 5G An orchestrator dynamically instantiates
and allocates resources to (i.e., provisions) network slices. NFs
in a slice can also be dynamically scaled in or scaled out to
meet SLOs of incident workloads.

shows a simplified deployment of a 5G network
with three network slices. The RAN and access and mobility
management function are shared by all slices, whereas a
dedicated session management function is deployed per slice.
The billing and policy management for the eMBB and mMTC
slices are handled by a single policy control function, whereas
a dedicated function is instantiated to support the billing
and policy requirements of the URLLC slice. In addition to
the stateless network functions, the orchestrator instantiates
several microservice components and state store instances
which are shared by multiple NFs (or multiple instances of
an NF), or are dedicated to a single instance of a single NF.
Each microservice is deployed on virtualized hardware as a
virtual machine or container instance. NFs in a network slice
may be deployed across multiple edge or core data centers.

Orchestration and AI The orchestrator in monitors



TABLE I: Requirements of 5G Services

Service Examples Capacity | Latency | Reliability | Mobility
eMBB Virtual reality High Medium Medium Medium
mMTC Internet of things Medium | Medium Medium Low
URLLC | Autonomous driving | Medium Low High High
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Fig. 1: Orchestration of network slices in the 5G core.

key performance indicators (KPIs) of each network slice, and
makes placement and resource allocation decisions. The RAN
and transport allocations are bounded by hardware provision-
ing, and offer limited flexibility to dynamically instantiate
additional capacity in case of flash workloads. In the 5GC,
virtualized NFs can be dynamically instantiated and placed
to meet workload demands, offering more opportunities for
flexible, on-demand provisioning. Qur primary focus in this
article is on provisioning within the 5GC.

Orchestration in the 5GC differs from generic cloud or-
chestration in several important aspects. Completing a request
triggered by a simple action (such as moving from one
coverage area to another) requires several message exchanges
between the cellular NFs and the user device. Since NFs
need to maintain user state to process requests, microservice-
based stateless systems must frequently communicate with
state stores. Additionally, orchestration decisions in the SGC
can be driven by constraints of the RAN and transport. For
example, RAN congestion may require triggering handover
procedures to migrate traffic away from congested cell sites,
ultimately influencing decisions in the 5GC. Further, since
KPIs vary across slices, orchestrators must use different scal-
ing thresholds for NFs in different slices, e.g., more aggres-
sive scaling policies for URLLC applications. Orchestrators
can leverage knowledge of these external (RAN/transport)
scaling triggers to make faster provisioning decisions [4]].
Dependencies between the SGC, RAN, and transport, coupled
with microservice-based stateless NF designs, underscore the
need for slice-level orchestrators that adapt to changing traffic

composition and protocol implementations.

In this article, we examine the interplay of the microservice-

based stateless 5GC design and the stringent SLO require-
ments of 5G slices. Our primary focus is on how artificial
intelligence (AI) and machine learning (ML) can help address
resource allocation challenges to meet slice SLOs. Here, we
explore Al and ML in the broadest sense, including supervised
and unsupervised learning and reinforcement learning tech-
niques. Prior research has explored the benefits of ML-driven
resource allocation [3], [6l], [[7]. However, resource utilization
patterns of traditional monolithic NFs exhibit high diversity.
Therefore, training ML models for monolithic NFs requires
extensive failure data which is often unavailable due to over-
provisioned cellular networks [6]. While the need for training
data remains a challenge, the simpler processing logic of
microservice-based NFs makes individual NFs within the 5GC
more amenable to ML-driven on-demand scaling, challenges
from more complex SFCs notwithstanding.

II. ORCHESTRATION CHALLENGES

We now consider the factors influencing the following slice
orchestration decisions:

1) Placement: Unpredictable tail latency in data centers
degrades performance of latency-sensitive cellular pro-
tocols, if frequently communicating NFs are placed such
that they are connected via high-latency links.

2) Scaling strategy: Additional resources may be allocated
to an existing NF instance, referred to as scale up.



Alternatively, new instances may be created to handle
incoming workload, referred to as scale out.

3) Scaling sequence: Multiple NFs within an SFC may
be scaled in quick succession to match the workload
requirements. Network orchestrators must therefore cre-
ate a scaling plan which involves scaling multiple VNFs
together.

We now take a closer look at the impact of latency (deter-
mined by placement), scaling strategy, and scaling sequence
decisions on performance through testbed experiments. The
latency results are collected from a Voice over
LTE (VoLTE) testbed which uses a microservice-based imple-
mentation. The scaling results (Figure 2b| and [Figure 2c) are
collected from an I[P Multimedia Subsystem (IMS) comprising
three NFs linked in an SFC. The first NF is a proxy (labeled
P) which directs incoming requests to a server that routes an
incoming call to the appropriate destination (labeled R), and
a database (cache) used to authenticate users and locate their
routing information (labeled C).

Impact of latency When NFs are decomposed into smaller
VNEFCs, latency budgets available to individual VNFCs shrink.
Compared to monolithic implementations, microservice-based
VNFCs exchange more messages to process a user request,
and spend a larger fraction of processing time in kernel
network stacks [8]. Consequently, even small communication
delays between VNFCs can lead to significant performance
degradation.

shows the impact of network latency on the
performance of voice calls in a prototype VOLTE system
implemented using microservice-based VNFCs. We compare
two placement strategies when the VNFCs processing the
voice-call traffic are deployed on three racks. Note that we
only consider latency between core network components and
not in the RAN. In the default case where the VNFCs are
instantiated and placed randomly, that is, without using domain
knowledge, even a 200 ps latency can result in significant
performance deterioration. In contrast, when the VNFCs are
placed in a service-aware manner (with VNFCs involved in
processing user requests collocated on the same rack, marked
as affinity — driven placement [9]]), performance is higher.

As seen from higher inter-rack latency (such as
1000 ps) between VNFCs of an SFC can compound this effect.

Impact of scaling strategy While CPU-intensive control-
plane NFs can effectively scale out [10], large-footprint
database systems, such as the cache component C in our

experiments, cannot. Instead, as seen from such

memory-intensive NFs yield better performance with a scale-
up strategy. compares the performance of our
IMS deployments with scale up versus scale out. Here, the
resources (CPU and RAM) allocated to a large (1) instance
are 2x the resources allocated to a medium (m) instance, and
4x the resources allocated to a small instance (s), that is,
11 = 2m = 4s. Medium NF instances in the P1s — Rim — Cim
configuration significantly outperform other configurations
such as P1m — R2s — C2s and P11 — R4s — C4s, overall re-

source allocation notwithstanding.

Impact of scaling sequence In the experiment in
VNF creation/reallocation takes 30 seconds and
the orchestrator adopts a scale-up resource allocation strat-
egy. The orchestrator determines at 90 s that allocated re-
sources (P1s —R1s — Cls) are insufficient to handle the
current workload, and triggers scale up of VNF compo-
nent R (Figure 2c). This decision yields the configuration
P1s — Rim — C1s at 120 s. However, since the current resource
allocation (P1s — Rim — C1s) cannot handle incoming traffic,
the orchestrator triggers scale up of the VNF component
C, resulting in the configuration P1s — Rim — Clm, which
can successfully process the workload at 150 s onwards.
As illustrated by this example, scaling a single VNF at
each scaling decision point (such as 90 s) can lead to SLO
violations. Orchestrators must therefore use carefully-crafted
scaling plans to enable batch scaling of dependent NFs to
avoid violations due to cascading resource overload in SFCs.

III. THE ROLE OF Al

Placement and scaling decisions for each VNFC in a 5G
slice must consider end-to-end slice performance. Orchestra-
tors can leverage knowledge of the position of a VNFC in
an SFC, affinity between VNFCs, and resource footprints of
VNEFCs in making placement and scaling decisions. Adminis-
trators can analyze service offerings and SLOs to determine
scaling thresholds for each VNFC in each network slice. We
posit that Al-driven solutions can help devise effective strate-
gies that adapt to changing deployments caused by addition or
deletion of service offerings and evolving microservice-based
deployments. This section describes initial ideas for such Al-
driven approaches.

A. Placement

Placement of NFs in 5G networks can be at the network
edge, or within the cellular core. Owing to differences in cap-
ital and operational expenses, orchestrators encounter unique
challenges in each case.

1) Placement at the Edge: The increasing demand for ser-
vices such as autonomous driving has had broad implications
on the design of cellular networks. A key technology that can
aid URLLC services without compromising network service
abstraction is edge computing. In edge computing, computing
resources are deployed close to the users (in “edge clouds”),
allowing providers to handle latency-sensitive requests without
incurring delays from high-latency links connecting users to
core network data centers.

Due to the limited capacity of edge clouds and the diurnal
utilization patterns of services such as autonomous driving,
deciding which NFs should be deployed at edge clouds is
non-trivial. Orchestrators must consider the capacity of the
edge cloud, communication latency between edge and core
data centers, and service SLOs. Placement and migration can
be formulated as a multi-objective optimization problem with
application latency as the objective, and migration cost as the
constraint [11]].
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Fig. 2: Impact of orchestration decisions on service performance.



2) Placement in the Cellular Core: Providers have tra-
ditionally used knowledge of well-defined NFs and traffic
distribution patterns to decide placement in the core. How-
ever, as 5GC networks move towards functionally-decomposed
microservice-based implementations, ambiguity in the role of
VNFCs makes placement more difficult. In affinity-driven
placement, a network orchestrator uses information about
messages exchanged between VNFCs for each traffic type to
optimize processing pre-determined workload type(s). Such
affinity-driven placement solutions have shown promise [9].
However, placement, even with domain knowledge, is diffi-
cult with the microservice-based stateless NFs used in 5GC

slices (Figure 1)), as discussed next.

Traffic types Network slices broadly classify services accord-
ing to their expected QoS requirements. For example, the
telecommunication slice in [Figure T| will support services such
as voice calls, video calls, and text messages. Carrier networks
may require different latency budgets for interactive appli-
cations such as voice call signaling, and for non-interactive
applications such as text messages. Placement of NFs within
slices can leverage Al to support traffic type-specific SLOs
within network slices [9], [7]].

Latency to the state store Multiple NFs in an SFC may use
the same state store. The placement of NFs and microservice
components that are part of an SFC w.r.t. the state store is
important in meeting SLO requirements, since orchestrators
must trade off the number of state store instances required
to meet SLOs and the cost involved in maintaining and
synchronizing multiple state store instances.

Placement algorithms should understand not only the in-
coming workload type and affinity between VNFCs for each
type, but also the interplay of VNFCs that are shared among
network slices, and communication patterns of VNFCs with
multiple instances of state stores. Since the traffic distri-
bution can change, optimization-driven placement that uses
a snapshot of the current system state may not produce
globally optimal results in the long run. This problem, plus
the difficulty in obtaining training data for all workload and
topology combinations, imply that techniques such as Markov
decision processes and reinforcement learning may aid in
making placement decisions [7].

B. Resource Allocation

Supporting 5G services with stringent SLOs makes resource
allocation and scaling difficult.

The first area where Al can help is deciding the scaling strat-
egy, as seen from While data-driven solutions [12]]
can identify the right scaling strategy, offline profiling of
individual NFs can be a tedious task. Instead, orchestrators
can determine the scaling strategy for microservice-based
VNFCs online. For example, orchestrators can use transfer
learning to determine the scaling strategy for VNFCs that have
similar communication or resource patterns to a (small) set of
representative VNFCs which are profiled offline.

The second area where Al can help is accurately deter-
mining scaling events. Incorrectly predicting scale-out events

can cause under-provisioning and SLO violations. Tradition-
ally, orchestrators have employed autoscaling mechanisms to
monitor metrics such as CPU utilization, and trigger scaling
when a threshold is exceeded. However, due to heterogeneous
hardware and disparate resource utilization patterns of incom-
ing workload types, accurate capacity prediction and resource
allocation are challenging. We give specific examples below.

Learning-driven scaling Scaling triggers can be learned using
metrics such as CPU, memory, and network utilization. In
practice, however, the performance of an NF depends on the
characteristics of the incident workload. For example, the
performance of a caching proxy depends on the packet size
and the percentage of keys which are locally cached [5].
Prior research has therefore proposed using a combination of
metrics such as traffic composition and response time to train
an ML model to predict scaling events [13], [14].
presents results using the ML-driven orchestrator ENVI [13]
with a combination of infrastructure-level and VNF-level
metrics to make scaling decisions for a caching proxy NF.
ENVI dynamically generates scaling events, ensuring that the
number of NF instances closely matches the number required
to handle incident workload. Such hybrid solutions outperform
traditional threshold-based autoscaling, but training them is
challenging.
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Fig. 3: Resource allocation with the ENVI orchestrator.

Since cellular network services are over-provisioned, it is
difficult to find training data showing SLO violations. One
solution to this problem is to use structured machine learn-
ing techniques that make scaling decisions without extensive
training data. For example, Gao et al. [6] demonstrate that
queuing knowledge can help approximate system capacity
at high loads by extrapolating request loss probability and
server response time observed under light loads. The extent
to which these solutions can support heterogeneous workloads
and complex NFs remains an open problem. We also note that
developing reliable Al-driven solutions for non-deterministic,
high frequency decision processes (such as RAN scheduling or
beamforming) remains a challenge. Within the core network,
orchestrators can increase reliability by using system-level
metrics to guardrail scaling events and force retraining of ML
models [13], [S] to minimize the impact of erroneous scaling
decisions.

Proactive scaling Provisioning latency-sensitive services in
the cellular core requires anticipating overload and failures,
in order to proactively allocate and initialize additional re-



sources before customer experience degrades. Researchers
have proposed using low-cost cloud offerings for transparent
scaling. For example, serverless functions can be used along-
side traditional virtual machine instances to handle excess
workload [15] and mitigate SLO violations, but complex
cellular slices using serverless computing remain unexplored.
Reinforcement learning algorithms may help decide the right
balance of offerings to meet a given SLO.

C. Scaling Service Function Chains

A key reason why current autoscaling algorithms fall short
in preventing SLO violations for latency-sensitive services
is the lack of end-to-end scaling strategies. Longer SFCs
composed of VNFCs imply that only a fraction of the latency
budget available to a monolithic application is available to
each microservice. To address the challenges posed by latency-
sensitive microservice-based applications, orchestrators must
adopt end-to-end resource allocation that makes batch scaling
decisions for an entire SFC, alleviating the cascading QoS
deterioration caused by reactive scaling of individual NFs
(Figure 2c). An end-to-end scaling solution should consider
several factors in making scaling decisions such as incident
workload, workload type, position in the SFC, scaling strategy,
and SLOs of other network slices. Al can play an important
role in developing such a solution.

Dependency among NFs The key challenge in making batch
scaling decisions is identifying the NFs to be scaled together.
This depends on (a) incident workload type, and (b) resources
allocated for a given NF instance. For example, not every
NF in an eMBB slice is involved in processing voice call
traffic. Increase in voice call traffic should not trigger scaling
events for NFs not involved in processing voice call traffic.
Additionally, different NFs have different capacities (maxi-
mum calls/sec for a given SLO). As seen from the
proxy server (P) has a higher capacity compared to the routing
server (R) and database (C). It is also evident from
that there is higher correlation between scaling events of R and
C than the correlation between scaling events of R and P.

Cascading failures in SFCs Dependencies between individual
NFs can lead to cascading QoS violations that rapidly prop-
agate through an entire SFC. Prior work [8] has shown that
resource saturation in NFs at the end of an SFC has a higher
impact on overall system performance.

Complex and frequently changing SFCs in 5GC imply that
providers can no longer use manual scaling plans that specify
the NFs to be scaled together, and need ML to make run-
time scaling decisions. ML models, such as graph neural
networks, can use the position of an NF in the SFC and the
latency incurred in communication to other NFs to determine
scaling thresholds. That is, unlike the models in § [[TI-B] SFC-
specific models can learn a more aggressive scaling policy
for NFs at the end of an SFC, or for NFs that have a
higher communication latency to other NFs (§ [[II-A). Due
to the difficulty in training offline models with SFC-specific
topology and latency information, models such as those used

in ENVI [5] can be used when an NF is instantiated, and later
enriched with topology and latency information using online
reinforcement learning.

IV. SUMMARY

In this article, we explored the challenges in resource
allocation for 5G network slices. We experimentally evaluated
the impact of latency among microservice components, and
the strategy and sequence in which components are scaled.
We explored how Al can improve placement and scaling of
microservice components in 5G network slices by learning
from the communication patterns and resource footprints of
these components.
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