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Abstract

Many datasetsto be sortedconsistof a limited numberof distinctkeys.
Sortingsuchdatasetscanbethoughtof asbundlingtogetherdenticalkeys
andhaving the bundlesplacedin order;we thereforedenotethis asbundle
sorting We describean ef cient algorithmfor bundle sortingin external

memorythatrequiresat most disk accessesyhere is
the numberof keys, is the sizeof internalmemory is the numberof
distinctkeys, is thetransferblock size,and . For moderately
sized , this boundcircumwentsthe I/O lower

boundknown for generalsorting. We shav that our algorithmis optimal
by proving a matchinglower bound for bundle sorting. The improved
running time of bundle sorting over generalsorting can be signi cant in
practice,asdemonstratethy experimentation.An importantfeatureof the
new algorithmis thatit is executed‘in-place”, requiringno additionaldisk
space.

1 Intr oduction

Sorting is a frequentoperationin mary applications. It is usednot only to
producesortedoutput, but alsoin mary sort-basedlgorithmssuchasgrouping
with aggreation, duplicateremoval, sort-mege join, aswell as setoperations
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includingunion,intersectandexcept[Gra93,IBM95]. In this paperwe identify
a common external memory sorting problem, presentan algorithm to solve
it while circumwenting the lower boundfor generalsorting for this problem,
prove a matchinglower boundfor our algorithm,anddemonstratehe improved
performancehroughexperiments.

External memgesortis the most commonly used algorithm for large-scale
sorting. It hasa run formation phase which producessortedruns,anda meige
phase,which megesthe runsinto sortedoutput. Its runningtime, asin most
external memory algorithms, is dominatedby the numberof I/Os performed,
which is , Where is the numberof keys, is the
sizeof internalmemoryand isthetransferblocksize.It wasshovn in [AV88]
(seealso[Vit99]) thatthereis a matchinglower boundwithin a constanfactor

The numberof passe®ver the sequenceerformedby sortingalgorithmsis

in the worst case.Whenthe available memoryis large enough
comparedo the sizeof the sequencethe sortingcanbe performedn oneor two
passesver the sequencdsee[ADADC 97] andreferencegherein). However,
therearemary settingsin which the availablememoryis moderateat best. For
instancejn multi-threadingandmulti-userernvironmentsanapplication process,
or threadwhich may executea sorting program,might only be allocateda small
fractionof the machinememory Suchsettingsmay berelevantto anything from
low-endsenersto high-enddecisionsupporisystemsFor moderatesizememory

may becomdarge enoughto imply a signi®cantnumberof passes

over the data. As an example,considerthe setting GB, KB,
and MB. Thenwe have , andthe numberof 1/0Os per
disk block requiredby memge sortis at least . For smallermemoryallocations,
thel/O costswill beevengreater

Our contributions. Datasetsthatareto besortedoftenconsistof keystaken
from aboundeduniverse.This factis well exploitedin mainmemoryalgorithms
suchascountingsortandradix sort, which are substantiallymore ef®cient than
generabort. In thispapemwe considettheextentto whichalimit, , onthenumber
of distinct keys canbe exploited to obtain more effective sorting algorithmsin
external memory on massve datasets,wherethe attentionis primarily given
to the numberof 1/0s. Sorting such datasetscan be thoughtof as bundling
togetheridentical keys, and having the bundlesplacedin order; we therefore
denotethis asbundlesorting. It is similar to partial sortingwhich wasidenti®ed
by Knuth [Knu73] asanimportantproblem. While mary algorithmsare given
for partial sortingin main memory to the bestof our knowledge,thereexist no
ef®cient algorithmsto solve the problemin externalmemory As we shall see,



bundlesortingcanbe substantiallymoreef®cientthangenerakorting.

A key featureof bundle sortingis that the numberof I/Os performedper
disk block dependssolely on the number of distinct keys. Hence,in sorting
applicationgn which the numberof distinctkeys is constantthe numberof 1/0Os
performedperdiskblockremainsconstantor ary datasetsize.In contrastmeige
sortor othergeneralsortingalgorithmswill performmorel/Os perdisk block as
the size of the datasetincreases.In settingsin which the size of the datasetis
large this canbe signi®cant.In the examplegivenearlier, six 1/0Os perdatablock

areneededo sortin theworstcase.For someconstant , bundlesorting
performsonly two 1/Os per disk block andfor someconstant , only
four I/Os perdisk block regardlesf the sizeof the dataset.

The algorithm we presentrequiresat most passesver the se-

guence.it performsthe sortingin-place,meaningthatthe input datasetcanbe
permutedcasneededvithout usingary additionalworking spacdan externalmem-
ory. Whenthe number of distinct keys is lessthan , our bundle sorting
algorithmcircumwentsthe lower boundfor generalsorting. The lower boundfor
generalsortingis derived by a lower boundfor permutingthe input sequence,
which is an easierproblemthangeneralsorting. In contrastto generalsorting,
bundlesortingis not harderthanpermuting;ratherthanrequiringthat a particu-
lar key is to be movedto a speci®clocation, it is requiredthat the key is to be
movedto a locationwithin a speci®edrange,which belongsto its bundle. This
so-calledoundle-permutatioconsistf a setof permutationsandimplementing
bundle-permutatioranbe donemore ef®ciently thanimplementinga particular
permutation.

For casesn which , theimprovementin therunningtime of bundle
sorting over generalsorting algorithmscan be signi®cantin practical sorting
settings,assupportedoy our experimentatiordoneon U.S. Censusdataandon
syntheticdata. In fact, the numberof passe®ver the sequencexecutedby our
algorithmdoesnotdependatall onthesizeof thesequencean contrasto general
sortingalgorithms.

To complementthe algorithmic component,we prove a matching lower
bound for bundle sorting. In particulay we shav that the number of 1/0s
requiredin the worst caseto sort  keys consistingof  distinct key valuesis

. This lower boundis realizedby proving lower boundson
two problemshatarebotheasiethanbundlesorting,andthe combinationof the
lower boundggivesthedesiredresult. The®rst specialcases bundlepermutation
andtheseconds atypeof matrixtranspositionBundlepermutations thespecial
caseof bundlesortingin whichwe know thedistribution of key valuesbeforehand,



andthusit is easietthanbundlesortingfor muchthe samereasorthatpermuting
is easietthangenerakorting. The otherspecialcaseof bundlesortingis atype of
matrix transpositionin which we transpose matrix, but the ®nal order
of the elementsn eachrow is not important. This problemis a specialcaseof
bundlesortingof  keysconsistingof exactly recordsor eachof different
keys andis thus easierthan bundle sorting. Interestingly thesetwo problems,
whencombinedcapturethe dif®culty of bundlesorting.
Ourbundlesortingalgorithmis basednasimpleobsenation: If theavailable
memory , is atleast , thenwe cansortthe datain threepassesver the
sequenceasfollows. In the ®rst pass,we countthe size of eachbundle. After
this passwe know the rangeof blocksin which eachbundle will resideupon
terminationof the bundlesorting. The ®rst block from eachsuchrangeis loaded
to main memory The loadedblocks are scannedconcurrently while swapping
keys sothateachblockis ®lled only with keys belongingto its bundle. Wheneer
ablockis fully scannedi.e., it only containskeys belongingto its bundle), it is
written backto disk andthe next block in its rangeis loaded.In this phasegach
block is loadedexactly once (exceptfor at most blocksin which the ranges
begin), and the total numberof accessesver the input sequencen the entire
algorithmis hence . Whenerer memoryis insubstantiato hold the blocksin

memory we group bundlestogetherinto superbundles,implementingthe
algorithmto sortthe superbundlesto sub-sequenceandre-iteratewithin
eachsub-sequencencurring a total of iterationsover the sequenceo

completethe bundlesorting.

There are mary applicationsand settingsin which bundle sorting may be
applied, resultingin a signi®cantspeed-upn performance. For instance,ary
applicationthat requirespartial sorting or partitioning of a datasetinto value
independenbuckets can take advantageof bundle sorting sincethe numberof
buckets( in bundlesorting)is smallthusmakingbundlesortingvery appealing.
Anotherexamplewould be acceleating sort join computationfor suitabledata
sets Considera join operationbetweentwo large relations, each having a
moderatenumberof distinctkeys; thenour bundlesortingalgorithmcanbe used
in asortjoin computationwith performancemprovementovertheuseof general
sortalgorithm;

Finally, we consideramoreperformance-sensie modelthat,ratherthanjust
countingthe numberof 1/0Os as a measurementor performancedifferentiates
betweena sequentiall/lO and a random1/O and assignsa reducedcost for
sequential/Os. We studythe tradeofs thatoccurwhenwe apply bundlesorting
in this modeland shav a simple adaptationof bundle sorting that resultsin an



optimal performanceln this sensewe alsopresent slightly differentalgorithm
for bundlesortingthatis moresuitablefor sequential/Os.

The rest of the paperis organizedas follows. In Section2 we explore
relatedwork. In Section3 we describethe externalmemorymodelin which we
will analyzeour algorithm and prove the lower bound. Section4 presentsour
algorithmfor bundle sortingalongwith the performanceanalysis. In Section5
we prove the lower boundfor externalbundlesorting. In Section6 we consider
a more performance-sensitte model which takes into accounta reducedcost
for sequential/Os and showvs the modi®cationsin our bundle sortingalgorithm
requiredto achieve an optimal algorithmin that model. Section7 describeghe
experimentsve conductecandSection8 is our conclusions.

2 Relatedwork

Externalmemorysortingis an extensvely researchedrea. Many ef®cient in-
memorysortingalgorithmshave beemadaptedor sortingin externalmemorysuch
asmeige sort, and much of the recentresearchin externalmemorysorting has
beendedicatedo improving theruntime performanceOver theyearshumerous
authorshave reportedthe performancef their sortingalgorithmsandimplemen-
tations(cf [Aga96, BBW86, BGK90]). We note a recentpaper[ADADC 97]
which shows externalsortingof GB of datain underone minuteon a network
of workstations.For the problemof bundlesortingwhere we notethat
our algorithmwill reducethe numberof I/Os that all thesealgorithmsperform
andhencecanbe utilized in benchmarksWe alsoconsidera moreperformance-
sensitve modelof externalmemoryin which ratherthanjustcountingthel/Osfor
determiningheperformancethereis areducedostfor sequential/Os compared
to randomaccesd/Os. We study the tradeofs there,and shav the adaptation
in our bundle sortingalgorithmto arrive at an optimal algorithmin that model.
We also note that anotherrecentpaper[ZL98] shows in detail how to improve
the memge phaseof the externalmemge sortalgorithm,a phasethatis completely
avoidedby usingourin-placealgorithm.

In thegeneraframework of externalmemoryalgorithms Aggarwal andVitter
shavedalowerboundof onthenumberof I/Osneeded
in theworstcasefor sorting[AV88, Vit99]. In contrastsinceour algorithmrelies
onthenumber of distinctkeys for its performanceywe are ableto circumwvent
this lower boundwhen . Moreover, we prove a matchinglower bound
for bundlesortingwhich shavs thatour algorithmis optimal.

Finally, sortingis usednot only to producesortedoutput, but alsoin mary



sort-base@lgorithmssuchasgroupingwith aggreation,duplicateremoval, sort-
meigejoin, aswell assetoperationsncludingunion,intersectandexcept[Gra93,
IBM95]. In mary of thesecaseghe numberof distinctkeys is relatively small
and hencebundle sorting can be usedfor improved performance. We identify
importantapplicationsfor bundle sorting, but note that since sorting is sucha
commonprocedurethereareprobablymary moreapplicationdor bundlesorting
thatwe did not consider

3 External memory model

In our mainbundlesortingalgorithmandin thelower boundwe prove, we usethe
externalmemorymodelfrom Aggarwal andVitter [AV88] (seealso[Vit99]). The
modelis asfollows. We assumehatthereis a singlecentralprocessinginit, and
we modelsecondarystorageasa generalizedandom-accessagneticdisk (For
completenesghe modelis alsoextendedto the casein which the disk hassome
parallelcapabilities).The parameterare

# recordgo sort

# recordgthatcan®t into internalmemory
# recorddransferredn asingleblock

# blocksthatcanbetransferrecconcurrently

where , , and . For brevity we consider
only the caseof , which correspond$o a singlecorventionaldisk.
The parameters , , and arereferredto asthe le size memorysize

andtransferblodk size respectrely. Eachblock transferis allowed to access
ary contiguouggroupof  recordson thedisk. We will considerthe casewhere

, meaningthatthereis no disk parallelism. Performancen this modelis
measuredy the numberof 1/0 accesseperformedwherethe costof all I/Os is
identical.In Section6 we considera moreperformance-sensite modelin which
we differentiatebetweercostsof sequentiahndrandom-accesg¢Os andassigna
reducedcostfor sequential/Os.

4 External bundle sorting algorithm

In this sectionwe presentour bundle sorting algorithm which sortsin-placea
sequencehatresideson disk andcontains distinctkeys. We startby de®ning
thebundlesortingproblem:

Input: A sequencef keys fromanordereduniverse of size .
Output: A permutation of the input sequenceud that:



In our algorithm, it will be easy andwith negligible overheadto compute
and use an order preservingmappingfrom  to ; we discussthe
implementatiordetailsof this functionin Section4.2;this enablesisto consider
the problemat handas an integer sorting problemin which the keys aretaken
from . Hence we assumehat :

We usethe external memory model from Section3, where performances
determinedy thenumberof I/Os performed.Our goalis to minimizethenumber
of disk I/0s. In Section6 we considera more performance-sensitt modelin
which ratherthan simply countingl/Os as a measuremenof performancewe
differentiatebetweera sequential/O andarandoml/O andassignareduceccost
to sequential/Os. We showv the necessarynodi®cationsto the bundle sorting
presentedh this sectionrequiredto achieze anoptimumin thatmodel.

4.1 Integer sorting
We startby presentingone-passorting”—aprocedurghatsortsa sequencéto
distinct keys. It will be usedby our bundle sorting algorithmto
performoneiterationthatsortsa chunkof datablocksinto rangesof keys.
Thegeneraldeais this: Initially we performonepassonthesequencdpading
oneblock of size atatime, in which we countthe numberof appearancesf
eachof the distinctkeys in the sequenceNext, we keepin memory blocks
anda pointerfor eachblock, whereeachblockis of size . Usingthecountpass,
weinitialize the blocks,wherethe th blockis loadedfrom theexactlocationin
thesequenc&herekeysof type will startresidingin thesortedsequenceWe set
eachblock pointerto pointto the ®rst key in its block. Whenthe algorithmruns,
the th block pointeris advancedaslong asit encounterkeys of type . When
a block pointeris “stuck” on a key of type , it waits for the th block pointer
until it too is stuck(this will happensincea block pointeronly yieldsto keys of
its block), in which casea swap is performedandat leastone of the two block
pointersmay continueto advance.Whenary of the block pointersreacheghe
endof its block, we write thatblock backto disk to the exactlocationfrom which
it wasloadedandloadthe next contiguousblock from disk into memory(andof
coursesetits block pointeragainto the ®rst key in the block). We ®nish with
eachof the blocksuponcrossingheboundarie®f thenext adjacenblock. The
algorithmterminatesvhenall blocksaredonewith. Following is a pseudocode
of thealgorithm.SeealsoFigurel.



One-passsorting algorithm

procedure one-pass-soft )
for to
- = -th block of
for to of -
++
for to
= block at position from
while
for to
if i
while i and
++
++
and
if ) and o then
swap i with _ i _
if i
Write as a block to the location from which it was loaded
= block at position i from
if
_ ++;
LEMMA 4.1. Let beasequencef keysfrom ,let bethetransfer
block sizeandlet  be the available memorysud that . Thenthe

sequence&an be sortedin-place usingthe procedue “one-passsorting” with a
total of I/Os.

Proof. We ®rst shav that the algorithm indeedsortsthe input sequence.The
algorithmallocatesonepointerin memoryfor eachof the distinctkeys, andthe
-th such pointer only writes contiguousblocks of recordswhosekeys consist



Figure 1: Initialization of the blocks in “one-passsorting”. After the
countingpasswe know wherethe sortedblocksresideandloadblocksfrom these
locations. Swapsare performedin memory Whenary of the blocksis full, we
write it to disk to the locationfrom which it wasloadedandload the next block
from disk.

solely of the -th key. Thus, to showv that the sequences sorted by “one-
passsorting”, it suf®cesto showv that the algorithm terminatesand that upon
terminationthe -th pointerwritesits blocksin a physicallocationthat precedes
theblockswritten by any  pointerfor . The orderingbetweerthe pointers
is ensuredy settingthe contiguousblock of the -th pointerto write to the exact
locationwherekeys of its typeshouldresidein thesortedsequenceThis location
is derivedfrom the®rst passn whichwe countthenumberof appearancesf each
of the distinctkeys. Terminationis guaranteedinceat eachstepat leastoneof
the pointersencounter&eys of its type, or a swapwill be performedandat least
oneof the pointerscan proceed.Note that sucha swap will alwaysbe possible
sinceif the -th pointeris “stuck” on a key of type , thenthe -th pointerwill
necessarilyget stuckat somestep. Sinceat eachsteponeof the keys is written
andthereare keys,thealgorithmwill terminate.

For computingthenumberof I/Os, notethatthe ®rst countingpassreadseach
block onceandthusrequires I/Os. All the pointerscombinedreadand
write eachblock once,addinganother I/Os. Finally, if the numberof
appearancesf eachdistinctkey is notanexactmultiple of , thenevery pair of
consecutre pointersmay overlapby oneblock at the boundariesthusrequiring
anadditional I/0s.0O0

We now presenthe completeinteger sortingalgorithm. We assumehatthe
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sequenceontainskeys in the range where is the numberof distinct
keys. In Section4.2 we discussthe adaptatiomeededf the distinctkeys are
not from this integerrange.We usethe above “one-passsorting” procedure The
generaideais this: We initially performonesortingiterationin whichwe sortthe
sequenc@to keys. We selectamappingfunction suchthatfor all

we have , andwe apply to everykey whenthekey is
examined.Thisensureshatwe areactuallyin therangeof . Moreover, it
will createsortedbucketson disk suchthatthe numberof distinctkeysin eachof
the bucketsis roughly . We repeatthis procedurerecursvely for eachof the
sortedblocksobtainedin this iterationuntil the whole sequences sorted. Each
sortingiterationis doneby calling the procedurdor one-passorting. We give a
pseudacodeof thealgorithmbelow, followed by ananalysisof its performance.

The integer sorting algorithm

procedure sort( )
/[ compute
if then
call one-passorting
for to
the th bucketsorted
call sort

THEOREM 4.1. Let bea sequencef keysfrom , let  bethe
availablememoryandlet bethetransferblock size A sequenceesidingon
diskcanbe sortedin-placeusingthe bundlesorting algorithm, while the number
of I/Osis at most

Proof. We ®rstshav thatbundlesortingresultsin asortingof theinputsequence.
Sincewe mapeachkey to , it follows from the correctnes®sf the “one-
passsorting”, that after the ®rst call to one-passsorting, the sequencewill be
sortedsuchthat for all , keys in the range

precedeall keys greaterthan . Eachof theresultingrangeof keysis then
recursvely sorted. After at most recursve iterations,the numberof
distinctkeyswill belessthan , in which casethe one-passortingwill resultin
afull sortingof thesequence.
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For the number of I/Os, we can view the bundle sorting algorithm as
proceedingin levels of recursion,where at the ®rst level of recursionbundle
sorting is applied once, at the secondlevel it is applied times, and at the
-th level it is applied times. The total numberof levels of recursionis

. Eventhoughatthe -threcursvelevel, bundlesortingis applied
times,eachapplicationis givena disjoint shortersequenceéhan asinput, and
all applicationsof bundle sorting at the samerecursve level cover the  input
sequencexactly once. Thus,the countingpassof all applicationsat the same
recursve level will still require I/0s, andall suchapplicationswill result
in areadandwrite of eachblock, incurringan additional I/Os. Finally,
sincein generalthe numberof distinct keys will not be a multiple of , there
might be an overlap of at most one block betweenevery pair of consecutie
pointersin one-passorting. Thus, we requirean additional I/Os for
eachapplicationof one-passorting. One-passortingis calledoncefor the ®rst
level of recursion, for thesecondevel, and for the -th level, andthusthe
total numberof timesthatone-passortingis calledis .
Hence,we addan additional I/Os, which resultsin the desiredbound
onthenumberof 1/0s.O

4.2 Generalbundle sorting

In Section4.1 we assumedhattheinputis in therange , Where isthe
numberof distinct keys in the sequence.We now discusshow to constructa
mappingfunctionwhentheinputis notin thisrange.

In the simplecasewheretheinputis from a universethatis notordered(i.e.,
thesortingis donejustto clusterkeystogether)we cansimply selectary universal
hashfunction asour mappingfunction. This ensureghatthe numberof distinct
keys that will be distributed to eachbucket is fairly equaland our algorithm
performswithout any lossof performance.

For the generalcasewe assumehatthe input is from an ordereduniverse
andconsistsof  distinctkeys. We shov how to constructa mappingfunction
from to . More speci®cally we needa way to mapthe keys into the
range atevery applicationof the one-passortingprocedureA solution
to this mappingis to build an -ary tree,whoseleavesarethe distinctkeys
in sortedorder and eachinternal node storesthe minimum and the maximum
valuesof its children.Eachapplicationof one-passortingin integersorting
correspondgo an internal nodein the tree (startingfrom the root) along with
its children, so the tree provides the appropriatemapping. This is becausan
eachrun of one-passortingthe keys arewithin the rangeof the minimum and
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maximumvaluesstoredin the correspondingnternalnode,andthe mappinginto
is doneaccordingto therangesof theinternalnodes children.
Constructingthe sortedleases can be donevia countsort, in which we are
givenasequencefsize with distinctkeysandweneedo produceasortedist
of the distinctkeys andtheir counts.An easyway to do countsortis via meige
sort, in which identical keys are combinedtogether(and their countssummed)
wheneerthey appeatogethern eachmeige sortpasstheoutputrunwill never
belongerthan blocks. Initially, therunscontainat most blocks. After
passesthe runswill be of length at most blocks, and after
thatpointthe numberof runsdecreasgeometricallyandtherunningtimeis thus
linearin the numberof 1/0Os. Therestof thetreecanbe computedn at mostone
extra scanof the leaves-arrayandlower orderpost-processingWe canshaow the
following:

LEMMA 4.2. ([WV198]) Asequencefsize consistingof distinctkeyscan
be count-sortedusinga memoryof size  andblodk transfersize , within an
I/O boundof

An interestingobsenationis thatby addinga countto eachleaf representing
its frequeng in the sequenceand a countto eachinternal node which is the
sumof the countsof its children,we caneliminatethe countphaseof the one-
passsortingproceduran the integersortingalgorithm. Thus,the generabundle
sortingalgorithmis asfollows. Initially, we usecountsortandproducethetree.
We now traversethetree,andoneachinternalnodewe call one-passortingwhere
the mappingfunctionis simply therangesf valuesof the nodes children.
By combiningTheorem4.1 andLemma4.2 we canprove the boundfor general
bundlesorting.

THEOREM 4.2. Let beasequencefsize which consistsof distinctkeys,
let betheavailablememoryandlet bethetransferblock size Thenwecan
in-placesort usingthebundlesortingalgorithm,while the numberof I/Os is at
most

For all , this boundwould be betterthanthe boundfor integersorting.
Note thatwe cantraversethe treein eitherBFS or DFS. If we chooseBFS, the
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sortingwill be doneconcurrentlyandwe getan algorithmthatgraduallyre®nes
thesort. If we chooseDFS,we getfully sorteditemsquickly while therestof the
itemsareleft completelyunsorted.The overheadwve incur by usingthe mapping
will bein memorywherewe now haveto performasearchoverthe children
of the internalnodethat we aretraversingin orderto determinethe mappingof
eachkey intotherange . Usingasimplebinarysearclovertheranges,
theoverheadwill beanadditional memoryoperationgperkey.

5 Lower bound for extemal bundle sorting

In this sectionwe presentlower boundfor thel/O compleity of bundlesorting.
We let bethe numberof distinctkeys, betheavailablememory bethe
sizeof thesequence, bethetransferblock sizeanddifferentiatebetweenwo
cases:

1. or . We prove thelower boundfor this caseby
proving a lower boundon bundle permutatiorwhich is an easierproblem
thanbundlesorting.

2. and . We prove the lower boundfor this case
by proving alowerboundon aspemalcaseof matrix transpositiorwhichis
easierthanbundlesorting.

Lower bound using bundle permutation. We assumethat or

and usea similar approachasin the lower boundfor general
sorting of Aggarwal and Vitter [AV88] (seealso [Vit99]). They proved the
lower bound on the problem of computingan arbitrary permutation,which is
easierthan sorting. Bundle sorting is not necessarilyharderthan computing
an arbitrary permutation,since the output sequencemay consistof one out of
a setof permutationsdenotedas a bundle-permutation.A bundle permutation
is an equialenceclassof permutationswheretwo permutationscanbe in the
sameclassif onecanbe obtainedfrom the otherby permutingwithin bundles.
Computinga permutationfrom an arbitrary bundle permutation which we will
referto asthe bundlepermutatiorproblemiis easietthanbundlesorting.

LEMMA 5.1. Under the assumptiorthat or , the
numberof 1/Os required in the worst casefor sorting  dataitemsof distinct
keys,usinga memoryof size andbloc transfersize , is
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Proof. Given a sequenceof data items consistingof  bundles of sizes
, the numberof distinctbundlepermutationss

theinequalityis obtainedusingcorvexity argument.

For the bundle-permutatioproblem,for each we measurdghe number
of distinct orderingsthat arerealizableby at leastone sequencef 1/Os. The
valueof for which the numberof distinctorderings®rst exceedghe minimum
orderingsneededo be considereds a lower boundon the worst-casenumberof
I/Os neededor thebundlepermutatiorproblemandthusonthebundlesortingon
disks.

Initially, the numberof differentpermutationgle®nedis . We considerthe

effect of an output operation. There can be at most full blocks
beforethe th output,andhencehe th outputchangeshenumberof permutations
generatedy at mosta multiplicative factorof , Which canbe bounded
trivially by

For aninputoperationwe considerablockof recordsnputfrom aspeci®c
block on disk. The datakeys in the block can intersperseamongthe
keys in the internalmemoryin at most ways, so the numberof realizable
orderingsincreasey a factorof . If the block hasnever beforeresidedin
internalmemory the numberof realizableorderingsincreasedy an extra factor
of , sincethekeysin theblock canbe permutedamongthemseles. This extra
contribution canonly occuroncefor eachof the original blocks.Hence the
numberof distinctorderingghatcanberealizedby somesequencef 1/Osis at
most

We want to ®nd the minimum for which the numberof realizableorderings
exceedgheminimumorderingsrequired.Hencewe have

TakingthelogarithmandapplyingStirling'sformula,with somealgebraiananip-
ulations,we get
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By solvingfor we get

numberof 10s — —

Recallthatwe assumeeither or . In eithercaseijt is
easyto seethat , Which givesusthedesiredbound.
O

Lower bound using a specialcaseof matrix transposition. We now assume
that and (the casenot handledearlier)andprove a
lower boundon a specialcaseof matrix transpositionywhichis easietthanbundle
sorting. Our proof is underthe normalassumptiorthat the recordsare treated
indivisibly andthatno compressiomf ary sortis utilized.

LEMMA 5.2. Underthe assumptiorthat and , the
numberof 1/Os required in the worst casefor sorting dataitemsof distinct
keys,usinga memoryofsize block transfersize ,is

Proof. Considerthe problemof transposing matrix, in whichthe®nal
orderof theelementsn eachrow is notimportant.More speci®callylet usassume
thattheelementof thematrix areoriginally in column-majororder Theproblem
is to corvert the matrix into row-major order but the placein arow to wherethe
elementgoescanbe arbitraryaslong asit is transferredo the properrow. Each
elementthatendsup in row canbe thoughtof ashaving the samekey . This
problemis aspecialcaseof sorting  keys consistingof exactly recordsfor
eachof the distinctkeys. Hence this problemis easiethanbundlesorting. We
now prove alower boundfor this problemof

I/Os. Underour assumptiorthat this provesthe desiredboundfor
bundlesorting.
We canassumehat sinceotherwisebundlesortingcanbeexecuted

by usingary generakortingalgorithm.We assumewithoutlossof generality by
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theindivisibility of recordsassumptionthatthereis alwaysexactly onecopy of
eachrecord,andit is eitheron disk or in memorybut notin both. At time , let
, for and , bethenumberof elementsn the th block
ondisk thatneedto endup onthe th row of thetransposednatrix. At time , let
be the numberof elementsurrentlyin internalmemorythatneedto go onthe

th row in thetransposedhatrix. We usethe potentialfunction , for
all . Its valueat is . We de®nethe overall potentialfunction
to be
Whenthe algorithmterminateswe have for all andthe ®nal value of
potential is
If , theinitial potentialis
andtheinitial potentialis otherwise(if ).

Notethatour potentialfunctionsatis®es

for all . Consideran output operationthat writes a completeblock of
size from memoryto disk. If we write  recordsthat needto go to the th
row andtherewere suchrecordsin memory thenthe changein potentialis
. Hence outputoperationcanonly decrease

the potentialsowe only needto considethow muchaninput operationincreases
thepotential.

If we readduring an input operationa completeblock of  recordsthat
contains recordsthat needto go to the th row andthereare suchrecords
alreadyin memory thenthe changen the potentialis

By a corvexity agument, this quantity is maximized when and
for each , In which casethe changein potential
is boundedby
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We get a lower bound on the numberof read operationsby dividing the
differenceof theinitial and®nal potentialdy the boundon the maximumchange

in potentialperread.For , we getthel/O bound

For , we getthel/O bound

We have thusprovedalower boundof I/Os. Under
our assumptiorthat , this givesus an /O lower boundfor this case

of bundlesortingof

Theoremb.1for thelower boundof bundlesortingfollows from Lemmass.1
and>5.2,sincetogetherthey cover all possibilitiesfor , , and

THEOREM 5.1. Thenumberof I/Osrequiredin theworstcasefor sorting data
itemsof distinctkeys,usinga memoryof size andblodc transfersize |, is

6 The disk latency model

In this sectionwe considerthe necessarymodi®cationsin the external bundle
sorting algorithm in order to achieze an optimum numberof 1/0Os in a more
performancesensitve modelasin [FFM98]. In this model, we differentiate
betweentwo typesof 1/0s: sequentiall/Os andrandoml/Os, wherethereis a
reducedcost for sequentiall/Os. We start by presentingthe model, followed
by the modi®cationsnecessaryn the bundlesortingaspresentedn Section4.2.
We also provide an additional, slightly differentinteger sorting algorithmthat,
dependingon the setting,may enhanceperformancedy up to in this model
for theintegersortingproblem.
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6.1 The model
Theonly differencebetweerthis modelandtheexternalmemorymodelpresented
in Section3 is that we now differentiatebetweencostsof two types of 1/O:
sequentialand randoml1/Os. We de®ne to be the lateny to move the disk
read/writeheadto a new positionduring a randomseek. We de®ne to be the
costof readingablockof size into internalmemoryoncetheread/writeheadis
positionedat the startof the block.

Theparameters , ,and ,asbefore arereferredio asthe le size memory
size andtransferblodk size respectiely, andthey satisfy and

. We will considerthe casewhere , meaningthat thereis no

disk parallelism.It shouldbe clear from the above parametershatthe costof a
randoml/O thatloadsonetransferblock into memoryis andthe costof a
sequential/O is simply .

6.2 Optimal bundle sorting in the disk latency model
Themodi®cationfor bundlesortingis basedon the obsenationthatin theworst-
casescenariof thealgorithmasdescribedn Sectior4.2,every1/O in thesorting
passanbearandoml/O. Thisis becaus&ve areloading blocksfrom disk
into bucketsandin the worst casethey may be written backin a round
robinfashionresultingsolelyin randomi/Os. However, if we decideto readmore
blocksinto eachbucket, we will increasethe total numberof I/Os, which will
resultin theworstcasewith sequential/Osin additionto randoml/Os.

Let bethenumberof blocksthatwe loadinto eachbucket, whereclearly,

. Thus,in eachcall to one-passortingof bundle sortingwe

sortinto distinct keys resultingin a total of passesver
the sequenceHowever, we arenow surethatat least of thel/Os are
sequential. We differentiatebetweenthe 1/0Os requiredin the externalcount-sort
in which we only performsequential/Os andthe sortingpassin which we also
have randoml/Os. Using Theorem4.2,the performances now

I/Os,andtheoptimalvalueof canbedetermined/ia anoptimizationprocedure.
In Section7 we shav experimentallyhow the executiontime variesin this model
aswe change .
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7 Experiments

We conductedsereral experimentswith various data sets and settings, while
changingthe sizeof thedatasets , theavailablememory |, thetransferblock
size , andthe numberof distinctitems . The datasetswere generatedoy
theIBM testdatageneratokhttp://www.almad en.ib m.com/cs/qu est), or
takenfrom theU.S.Censuslata,andthefollowing experimentsvereexecutedon
both datasources.In all our experimentsthe recordsconsistedbf -byte keys
in  -byterecords.All experimentsvererunonaPentium2300Mhz, 128 MB
RAM machine.

We ®rst demonstraten importantfeatureof bundle sorting: As long asthe
number of distinctkeys remainsconstantjt performsthe samenumberof 1/0
accesseperdisk block with no dependencen the sizeof thedataset. Thisis in
contrastto generalsort algorithmssuchas memge sort, which requiremorel/Os
perdisk block asthe sizeof the datasetincreasesSeeFigure2: The parameter

wassetto KB andwe testedfor a memoryof MB anda memory of

MB. In both thesecasesmerge sort, as expected,increaseshe number of
I/Os perdisk block asthe size of the datasetincreased.In contrastbundlesort
performeda constanhumberof I1/0O accesseperdiskblock. As  increasesthe
improvementin performancéecomesigni®cant,demonstratinghe advantages
of bundlesorting. For instancegvenwhen , andthe availablememory
is  MB, the break-@en point occursat GB. As increasespundle
sortingwill performbetter If , thenin the settingabove, the break-@en
pointoccursat MB, makingbundlesortingmostappealing.

The next experimentsdemonstratethe performanceof bundle sort as a
functionof . SeeFigure3. Weset ata®xedsizeof GBand at KB.We
ranthetestswith amemoryof MB and MB andcountedhenumberof I/Os.
We let varyoverawide rangeof valuesfrom to ( is alwaystrue).
Sincemegesortdoesnotdependnthe numberof distinctkeys, it performedhe
samenumberof I/O accesseperdiskblockin all thesesettings.In all theseruns,
aslongas , bundlesortperformedbetter When is smallthedifference
in performances signi®cant.

As for the disk-lateng model, we shov the optimal valuesfor various
settings. Recallthatin this modelwe attribute differentcoststo sequentiabnd
randoml/Os. SeeFigure4. We measured for differentratiosbetween , the
cost of moving the disk readerto a randomlocation (the lateng), and , the
cost of readinga transferblock of size . Parameter alsodependson the
relationbetween and , sowe plot on the x-axis of the graph. As can
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Figure2: Bundlesortingvs. regular sorting (bestmeige sort, for instance).The

x-axisis thesizeof thedatasetdravn onalog-scale.They-axisis the numberof

I/Os performedperblock of input. As canbe seenjn contrastto memge sort, the

numberof 1/Os perblock in bundlesortingremainsthe samefor a constant as
increases.

be seenwhentheratiois , the optimalalgorithmis exactly our bundle sorting
algorithmwhich only countsl/Os (henceit assumeshatthe costof arandomand
asequential/O areequvalent). As thisratio increases, increasesgalling for a
largeradaptatiorof our algorithm.Also affecting , butin amoremoderatevay,
is . As thisratioincreasesthe optimumis achievedfor alarger .

8 Conclusions

We consideredhe sorting problemfor large datasetswith moderatenumberof
distinctkeys,whichwe denoteasbundlesorting,andidenti®edit asaproblemthat
is inherentlyeasierthangeneralsorting. We presentec simple,in-placesorting
algorithmfor externalmemorywhich may provide signi®cantimprovementover
currentsortingtechniquesWe alsoprovided a matchinglower bound,indicating
thatour solutionis optimal.

Sortingis a fundamentaproblemandary improvementin its solution may
have mary applications. For instance,considerthe sort join algorithm that
computegoin queriesby ®rst sortingthetwo relationsthatareto bejoined, after
whichthejoin canbe doneef®ciently in only onepasson bothrelations.Clearly,
if therelationsarelarge andtheir keys aretakenfrom a universeof moderatesize,
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Figure3: Bundlesortingvs. regular sorting (bestmeige sort, for instance).The
x-axisis thenumberof distinctkeys( ) in thesequenceravn onalog-scale.The
y-axisis thenumberof I/Os perdisk block. As canbeseenfor , bundle
sortingperformsbetterthanmerge sortandthedifferences largeas is smaller

thenbundlesortingcould provide moreef®cient executionthangenerakort.

It is interestingo notethatthe natureof thesortingalgorithmis suchthatafter
the th passoverthedataset,the sequencés fully sortedinto keys. In
effect,thesequences graduallysorted whereaftereachpassafurtherre®nement
is achiezed until ®nally, the sequencas sorted. We cantake advantageof this
featureanduseit in applicationghat bene®tfrom quick, roughestimatesvhich
are graduallyre®nedas we perform additional passesver the sequence.For
instance we could useit to produceintermediatgoin estimateswhile re®ning
the estimatedy additionalpasse®ver the sequence We can estimatethe join
aftereachiterationover the dataset,improving the estimateaftereachsuchpass,
andarrive atthe®nal join afterbundlesortinghascompletely®nished.

Bundlesortingalgorithmcanbe adaptecef®ciently andin a moststraightfor
wardwayin theparalleldisk model(PDM) describedn [Vit99]. We now assume,
in theexternalmemorymodel,that , meaninghatwe cantransfer blocks
into memoryconcurrently Thisis like having  independenparalleldisks. As-
sumethatthe datato be storedis initially locatedon oneof thedisks. In the ®rst
stepwe sortthe datainto exactly  buckets,writing eachbucket into a distinct
disk. Next, we sort, in parallelon eachof the disks, the datasetthat was parti-
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Figure4: Optimumbundlesortingin the disk latengy model—resolving asa
functionof , ,and

tionedinto eachof the disks. Exceptfor theinitial partitioningstepwe make full
utilization of the paralleldisks,thusenhancingerformancey a factorof nearly
over all the boundsgivenin this paper Note that extendingbundle sortingto
®t the PDM modelwas straightforvard becausef its top-dovn nature. Bundle
sortingcanalsobe utilized to enhancehe performanceof generalsortingwhen
theavailableworking spacds substantiallysmallerthanthe input set.

Bundle sorting is a fully in-place algorithm, which in effect causesthe
available memoryto be doubledas comparedo non-in-placealgorithms. The
performancegain from this feature can be signi®cant. For instance,even if

, the performanceyainis andcanbemuchhigherfor asmaller
ratio. In somecasesanin-placesortingalgorithmcanavoid the useof high cost
memorysuchasvirtual memory

We consideredhedisk lateny model,whichis amoreperformance-sensiie
modelwherewe differentiatebetweenwo typesof I/Os—sequentighndrandom
I/Os—withareducedostfor sequential/Os. Thismodelcanbemorerealisticfor
performancenalysisandwe have shovn the necessaradaptatiorin the bundle
sortingalgorithmto arrive atanoptimalsolutionin this model.

We have shavn experimentationwith real and synthetic data sets, which
demonstratethatthetheoreticabhnalysigyivesanaccurateredictionto theactual
performance.
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