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Mailn areas

Pattern-matching compilation

Type inference and static analysis
CPS (control-flow transformations)
Dataflow analysis and optimizations
Points-to and shape analysis

Register allocation




Pattern Matching

I ML functions can be defined by a
sequence of pattern expression pairs
called rules that are matched to a
subject pattern.

' The first rule that matches the subject
has Iits expression evaluated and
returned as the result of the pattern
match.




Pattern Matching

' Naeve approach:

Match each argument with each pattern in turn
(top-down), starting over after every failure.

Inefficient because information gleaned about the
argument in each partially successful match is
ignored on subsequent matches.
! Better strategy: analyze pattern sequence at
compile-time, and try to minimize number of

case discrimination tests.




Type Inference

If we omit type parameters, we must
discover whether the intended use of an
expression matches its actual use.

mplications for compilation:

How do we generate code for a polymorphic
procedure that may be applied to objects with
very different representations?




CPS

Take a mini-ML program and convert it to CPS form.
Issues:
Where do we insert continuations?

How do we record the Orest of the computationO that a
continuation is to represent?

How do we distinguish between continuations that

' Represent the return point of an arbitrary procedure call
(e.g., the outer call to fact-cps).

Represent iterative computation (e.g., the inner recursive
calls in fact-cps)




CPS

Specifying a naive translation is pretty simple,
but the resulting code Is very complex:

Lots of functions and function calls that need to be
eliminated.

HavenOt distinguished between different uses of
continuations:

" Loops and known jump points
I Unknown return points




Refined CPS Translation (Core-
ML)

Tail calls: application in a OreturnO position.
Non-tail calls: pushes a new frame.

Return: pops the current frame.

Goto: local transfer of control.

Continuation variables serve to hold return
variables and temporaries.




Defunctionalization

I First-class functions represented using
first-order datatypes:

a function is introduced with a constructor
that holds the value of its free variables.

Accessed via a case dispatch over the
appropriate constructor.

I Closure conversion = defunctionalization
+ Inlining




Example

funauxf=f1+f10

fun main (x,y,b) =
aux (fnz=>x+2z2)*
aux (flnz=>ifbtheny+zelsey-2z)

Procedures aux and main have no free variables:
could be represented by a function pointer.

The two abstractions are associated with a datatype that has two
constructors, one for each function abstraction.

Each constructor is closed over the environment of the associated
procedure:

fnz=>x+z : Environment holds x
fnz=>if bthenyelsey-z : Environment holds b and y




Example

After defunctionalization:
datatype lam = Lam1 of int | Lam2 of int * bool

fun apply (Laml x,z) =x+z
| apply (Lam2 (y,b),z) =ifbtheny+zelsey-z

(* aux: lam ->int *)
fun aux f = apply(f,1) * apply(f,10)

fun main(x,y,b) =
aux(Lam1 x) * aux(Lam2(y,b)




Closure Representation

A closure is a pair consisting of a pointer to the
code representing the function and

a record containing the values of free variables
used in the function

First-order representation of a higher-order
procedure

How should closures be represented?
sharing of closure records
Osafe-for-spaceO




Closure Conversion

Flat closures are Osafe-for-spaceO:

Any local variable binding must be unreachable after its last use
within its scope.

However, bindings may be copied many times from one closure to
another.

Linked closures are not safe-for-space:

local variable bindings will stay on the stack until they exit their
scope, so they may remain live even after their last use.

However, the same variable is not copied, and recorded only once.




Dataflow Analysis

" Approach
" Define a set of dataflow equations

" Solve the equations using an iterative fixpoint
algorithm

Solution is guaranteed to be the OsmallestO

solution that is safe:
I No unnecessary overapproximation




Example -- Avallable Expressions

I For each program point, which expressions have
already been computed, and not later modified on
all paths to this point.

point ofI Inter est
[x:= a+b]L; [y:= a*b]?; while [y>[EHBI3 do (a:=a+1%: [x: =a+b]®)
The analysis enables a transfo rmat ion into

[X: = a+b]1; [y:= a*b]z; while [y>.]3 do ([ a::a+1]4; [X:= a+b]5)




Available Expressions

N = Xq1! Xo

X:= a _
| kil $
X = (N \{expressions with an x})

L " isubexpressions of a without an x}
a gen
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Specification

kil and gen functions

kil e ([x @ = a]') {a'" AExp « | x " FV (&)}

kill ap ([skip]') = #
kill ap([b]') = #
genae([x 1= a]') = {a'" AExp (a)|x $"FV (a')}
genac([skip]') = #
genpae([b]') = AExp (b)

Transfer Functions,  data Bow equations: AE~

_ 4 if I =init (S)
ABentry (1) = {AEayit (1) ] (1',1) " Row(S*)} otherwise

AEexit () = (AEentry (1)) ki”AE(B!)) %ge”AE(B!)
where B' " blo cks (S+)
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Solutions

I Avallable expressions is an example of a forward
analysis:

We are interested in the largest solution that
satisfies the equations.

[x:=a+b]1; [y:=a*b]%; whl e [y>a+b]3 do ([a:=a+1]?; [x: =a+H°)

AEentry( 1) | AEexit(!)

! {atb}
{a+b} {atb, a*b}
{a+b} {a+b}

{ a+b} !
! {atb}




Components

Dataflow analysis via abstract interpretation has
three main components:

A transfer function (f(n)) that approximates the
execution of instruction n based on the
(approximate) inputs given.

A join operation that abstracts statically
uncomputable operations (e.g., conditionals)

A direction (forward or reverse) describing the
order in which instructions are interpreted.




Approach

I After deciding the structure of the transfer

function, join operation, and analysis direction,
we run the analysis.

We continue to iterate until no new information
IS generated.

Formally:

]N[n] = \/pepRED[n]OUT[p] OUT[?”L] — \/SESUCC[TL][N[S]
OUTIn| = f(n)




Specifications

Analy sis; (1) = | [{Analy sisy(!) | (1',1) # F} $ "&
where :5: {0 ?f!#E
o If'# E

Analy sisy(!) = fy(Analy sisi (1))
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Basic Structure

| Each of the analyses weOve seen take the form:
Analy sis; (1) = { ’ : BN e E.
L Analy sisy(1® | (1#1)" F} otherwise
Analy sisy(!) = f,(Analy sis| (1))

where

—|lisNory (and $ is %or &),

— F is either Row(Sg) or Row ™ (Sy),

— E is {init (Sx)} or bnal (Sg),

— " gpecifies the initial or final analysis information, and

— f, is the transfer function associated with B' " blo cks (Sg).
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Combining Dataflow Facts

| y
¥ When is we require the greatest sets that solve the equations

and we are able to detect prop ertie s satisbed by all execution pat hs
reaching (or leaving) the entry (or exit) of a label; the analysis is
called a must -analysi s.

¥ Whe n | IS i we require the smallest setsthat solve the equations and
we are able to detect properties satisbed by at least one execution
path to (or from) the entry (or exit) of a label; the analysis is called
a may-analysi s.




Least Fixed-Points

Let f : P(S)! P(S) be a monot one function. The n
g () # T2 # £3() # 444

Assume that S is a bnite set; then the Ascending Chain Condition is
satisped. This means that the chain cannot be growing inbnite ly so

s 7 7

there exists n such that f"(") = f"*1 (") = a4

fN(") is the least bxed point of f

ifp(f) = (") = f"*1 (") for some n
f3(")
f2(")
f1(")
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Frameworks

A Monotone Framework consists of:

¥ a complet? lat tic e, L, that satisbPes the Ascending Chain Condition;
we write = for the least upper bound operator

¥ a set F of monot one functions from L to L that conta ins the identity
func tion and that is closed under func tion comp osition

A Distributiv e Framework is a Monot one Framew ork where additionally
all functions f in F are required to be distributiv e:

F(lat I2) = 1) ! 1(l2)




Pointer Analysis

Goal: what objects can a pointer point-to?
Statically undecidable in general.

" What are good approximations?
Can be used to infer aliases:

! if a points to b, and b points to c, then:

! {<*a,b>, <*b,c>} ==> {<**a,c>} and thus **a and *b are aliases
Fundamentally an interprocedural analysis:

A pointer variable can be supplied as arguments or returned as a result from
a procedure.

Flow-insensitive vs. flow-sensitive
context-sensitivity?
shape analysis?

field sensitivity?




Subset-based (inclusion)

I Example:

Dotted line indicates that the points-to
set for q must be a subset of the
points-to set for p.




Subset-based (inclusion)

q = &z;

Subset constraint (dotted line) indicates
that an edge must be established
between p and z as well.

What is the running-time complexity of
these two analyses?




Shape Graphs

The analysis will operate on shape graphs (S, H,is) consist ing of
¥ an abstract state, S,
¥ an abstract heap, H, and

¥ sharing information, is, for the abstract locations.

The nodes of the shape graphs are abstract locations :

ALoc= {ny | X ! Var}

Note: there will only be bnitely many abstract locations
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Transfer Functions

i 24 P(SG)! P(SG)
has the form:
FSASG) = {PA(S,H,15)) | (S,H,is)" SG}
where
"PAISG 1 P(SG)

specifies how a single shape graph (in Shapex(!)) may be transformed
into a set of shape graphs (in Shapes(!)) by the elementary block.
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Assignments

[ = -l

N where ais of the form n, a; op, ap or nil

"SA(S,H,is)) = {killx((S,H,is)) }

where Lillx(( S,H,is)) = (S', H'is") is

S!
H!
is'
and

{(z,kx(nz)) [(z,nz) " S # z& x}
{(kx(ny),sel, kx(nw)) [ (ny,sel,nw) " H}
{kx(nx) [ nx " is}

kKx(nz) = Nz\(x}

Idea: all abstract locations are renamed to not having x in their name

set
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Assignment (cont)

"PA(S, H,is)) = {(S,H ,is )}
where (S, H,is) = killx((S, H, is)) and

s’ = {(z, g%(nz>>|(z nz) # S}

$ {(x,gl(ny)) | (y,ny)# S %y =y}
H™ = {(gf(ny),sel, gl (nw)) | (ny,sel,ny) # H}
{gd(nz) |nz #is}

IS

and

gx(nz) =

! :
nz${x} if y# Z
nzy otherwise

Idea: all abstract locations are renamed to also have x in their name set

If they already havey
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Heap selection [z:=y.sel]’ when z 1=y

Remove the old binding for x: strong null iPcation

(S ,H,is) = killx(( S, H,is))
Esta blish the new binding for x:

1. The re is no abstract location ny such that (y,ny) # S D or there is
an abstract location ny such that (y,ny) # S but no ny such that
(ny,sel,ny) # H

. The re is an abstract location ny such that (y,ny) # S and there is
an abstract location ny E ng such that (ny,sel,ny) # H'

. The re is an abstract location ny such that (y,ny) # S and (ny,sel,ng)
#H




Interprocedural Analysis:Transfer
Function for Procedure Calls

Procedure calls [call p(a,z)] :f have two transfer functions:

For the procedure call

ft:P(@M!' D)" P(IM! D)

and it is used in the equation:

Ay(le) = f!lC(A#(!c)) for all procedure calls [ call p(a,z)]if

For the procedure return

i, :/P(IM' D)! P(IM' D)" P(IM! D)

and it is used in the equation:

Ay(ly) = f!ZC’!r( Ax('c) |, Ax(!y)) for all procedure calls [ call p(a,z)]if

(Note that Ax(!r) will equal Ax('x) for the relevant procedure exit.)
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Procedure calls/returns

proc p(val x;res y)

.
Z 1 #######$# = :
# b
] f!c(z#)####### V
P N P
|
[call p(a,2)];;
S &g/
Z 0%%0/0%%%%0/
I 00
Zl /0%%%%%0/ “
0%%%0 '
' oo « X
. 1t
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Register Allocation: Terminology

A value corresponds to a definition (or the result of a definition)
A variable is live if it holds a value that may be needed in the future

A live range is composed of one or more values, connected by common
uses.

All values comprising a live range will be read by the same virtual
register

A single virtual register may have several live ranges
A single virtual register may comprise several live ranges
Interference graph:

Vertices represent variables (more precisely distinct definitions)

Edges represent interference between variables with overlapping live
ranges (i.e., both live ranges are live at some point, and cannot use the
same physical register)

A coloring represents a register assignment




Linear Scan

I Linear scan register allocation is composed of 4 simple
steps:
" Order the instructions in linear fashion

I Many have proposed heuristics for finding the best linear
order

Calculate the set of live intervals

I Each temporary is given a live interval

Allocate a register to each interval

I If aregister is available, then allocation is possible

I Otherwise, an already allocated register is chosen (register
spill occurs)

Rewrite the code according to the allocation

I Actual registers replace temporary or virtual registers
I Spill code is generated




