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Statistics Background



• Necessary component of almost all data analysis

• Approaches to modeling uncertainty:

• Fuzzy logic

• Possibility theory

• Rough sets

• Probability (focus in this course)

Modeling uncertainty



Probability

• Probability theory (some disagreement)

• Concerned with interpretation of probability

• 17th century: Pascal and Fermat develop probability theory to analyze 
games of chance

• Probability calculus (universal agreement)

• Concerned with manipulation of mathematical representations 

• 1933: Kolmogorov states axioms of modern probability



Probability theory

• Meaning of probability is focus of debate and controversy

• Two main views: Frequentist and Bayesian 



Frequentist view

• Dominant perspective for last century

• Probability is an objective concept

• Defined as the frequency of an event occurring under repeated trials in 
“same” situation

• E.g., number of heads in repeated coin tosses

• Restricts application of probability to repeatable events 



Bayesian view

• Increasing importance over last decade

• Due to increase in computational power that facilitates previously 
intractable calculations

• Probability is a subjective concept

• Defined as individual degree-of-belief that event will occur

• E.g., belief that we will have another snow storm tomorrow

• Begin with prior belief estimates and update those by conditioning on 
observed data 



Bayesian vs. frequentist

• Bayesian central tenet:

• Explicitly model all forms of uncertainty

• E.g., Parameters, model structure, predictions

• Frequentist often model same uncertainty but in less-principled manner, e.g.,:

• Parameters set by cross-validation

• Model structure averaged in ensembles

• Smoothing of predicted probabilities  

• Although interpretation of probability is different, underlying calculus is the 
same



Random variables

• Mapping from a property of objects to a variable that can take one of a set of 
possible values

• X refers to random variable

• x refers to a value of that random variable

• Discrete RV has a finite set of possible values

• Continuous RV can take any value within an interval



• Probability distribution (or probability mass function or probability density 
function)

• Discrete

• Denotes probability that X will take on a particular value

• Continuous

• Probability of any particular point is 0, have to consider probability within 
an interval

RVs (cont’)

P (X = x)

P (a < X < b) =
∫ b

a
p(x)dx



Expectation

• Discrete

• Continuous

• Variance

• Linearity of expectation

E[X] =
!

x

x · p(x)

E[X] =
∫

x
x · p(x)dx

V ar(X) = E[X2]− (E[X])2

E[X + Y ] = E[X] + E[Y ]



Common distributions

• Bernoulli

• Binomial

• Multinomial

• Poisson 

• Normal



Bernoulli

• Binary variable (0/1) that takes the value of 1 with probability p

• E.g., Outcome of a fair coin toss is Bernoulli with p=0.5

P (x) = px(1− p)1−x

E[X] = 1( p) + 0(1 − p) = p

V ar(X) = E[X]2 − (E[X])2

= 12(p) + 02(1− p)− p2

= p(1− p)



Binomial

• Describes the number of successful outcomes in n independent Bernoulli(p) 
trials 

• E.g., Number of heads in a sequence of 10 tosses of a fair coin is Binomial 
with n=10 and p=0.5

P (x) =
(

n

x

)
px(1− p)n−x

E[X] = np

V ar[X] = np(1− p)



Multinomial

• Generalization of binomial to k possible outcomes; outcome i has probability 
pi of occurring 

• E.g., Number of {outs, singles, doubles, triples, homeruns} in a sequence 
of 10 times at bat is Multinomial

• Let Xi denote the number of times the i-th outcome occurs in n trials:

P (x1, ...xk) =
(

n

x1, ...xk

)
px1
1 px2

2 ...pxk
k

E[Xi] = npi

V ar(Xi) = npi(1− pi)



Normal (Gaussian)

• Important distribution gives 
well-known bell shape

• Central limit theorem: 

• Distribution of the mean of n 
samples becomes normally 
distributed as n ↑, 
regardless of the 
distribution of the 
underlying population ↑

P (x) =
1

σ
√

2π
e−

1
2 ( x−µ

σ )2

E[X] = µ

V ar(X) = σ2



Multivariate RV

• A multivariate random variable X is a set X1,X2,...Xp of random variables

• Joint density function: P(x)=P(x1,x2,...,xp)

• Marginal density function: the density of any subset of the complete set of 
variables, e.g.,:

• Conditional density function: the density of a subset conditioned on particular 
values of the others, e.g.,:

P (x1) =
∑

x 2,x 3

p(x1, x2, x3)

P (x1|x2, x3) =
p(x1, x2, x3)

p(x2, x3)



Independence

• Two variables X and Y are independent if: P(x,y)=P(x)P(y)

• Knowing Y tells you nothing about X

• Equivalent condition: P(x|y)=P(x)

• Two variables X and Y are conditionally independent given Z if for all values of 
X, Y, Z: P(x,y|z)=P(x|z)P(y|z)

• Note: independence does not imply conditional independence or vice versa



Example

• Pick a number n ∈ {1, …, 10} 

• Call two students, Alice and Bob, separately and tell them the number 

• Due to noise in the phone calls, each imperfectly draws a conclusion about 
what the number is 

• Let the numbers that Alice and Bob think they hear be NA and NB 

• Are NA and NB independent? 

• What if we know the value of n? 
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Data Mining: Classification 
Schemes

• General functionality

– Descriptive data mining 

– Predictive data mining

• Different views, different classifications

– Kinds of data to be mined

– Kinds of knowledge to be discovered

– Kinds of techniques utilized

– Kinds of applications adapted
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adapted from:

U. Fayyad, et al. (1995), “From Knowledge Discovery to Data 

Mining:  An Overview,” Advances in Knowledge Discovery and 

Data Mining, U. Fayyad et al. (Eds.), AAAI/MIT Press

Data
Target

Data
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Knowledge
Knowledge
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Data
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Knowledge Discovery in 
Databases:  Process

Preprocessing



Data and Measurement



Measurement

Goal: map domain entities to symbolic representations

Data

Relationship
in data

Relationship
in real world

Real world



What is data?

• Collection of data entities and 
their attributes

• An attribute is a property or 
characteristic of an entity 
(e.g., eye color, temperature)

• A collection of attributes describe 
an entity

• Also known as record, point, 
case, sample, object, or 
instance

Attributes

En
tit

ie
s

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Hierarchy of measurements

Ratio: absolute zero

Interval: meaningful distance

Ordinal: ordered values

Nominal: categorical values only



Discrete and continuous attributes 

• Discrete

• Has only a finite or countably infinite set of values

• Examples: zip codes, set of words in a collection of documents 

• Often represented as integer variables   

• Continuous

• Has real numbers as attribute values

• Examples: temperature, height

• Continuous attributes are typically represented as floating-point variables  

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Attribute 
Type

Description Examples Operations

Nominal The values of a nominal attribute are just 
different names, i.e., nominal attributes 
provide only enough information to 
distinguish one object from another. (=, 
≠)

zip codes, employee ID 
numbers, eye color, sex: 
{male, female}

mode, entropy, 
contingency 
correlation, χ2 test

Ordinal The values of an ordinal attribute 
provide enough information to order 
objects. (<, >)

hardness of minerals, 
{good, better, best}, 
grades, street numbers

median, percentiles, 
rank correlation, run 
tests, sign tests

Interval For interval attributes, the differences 
between values are meaningful, i.e., a 
unit of measurement exists.  
(+, - )

calendar dates, 
temperature in Celsius or 
Fahrenheit

mean, standard 
deviation, Pearson's 
correlation, t and F 
tests

Ratio For ratio variables, both differences and 
ratios are meaningful. (*, /)

temperature in Kelvin, 
monetary quantities, 
counts, age, mass, length, 
electrical current

geometric mean, 
harmonic mean, 
percent variation

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Naming conventions

Age

24 28 32

Age>25

N Y Y

Attribute/
variable

Values

Feature

Values



Tabular data

• Collection of records, each of which consists of a fixed set of attributes 

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Document data

• Each document is represented as a term  vector 

• Each term is a component (attribute) of the vector, the value of which 
corresponds is the number of times the term occurs in the document 

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Transaction data

• Each record corresponds to a transaction that involves a set of items  

• For example, consider a grocery store purchase:  

• The set of products purchased by a customer constitute a transaction, 
while the individual products that were purchased are the items

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Graph data 

• Nodes correspond to entities, edges correspond to relationships

• Examples: Web graph with HTML links, molecules with atoms and bonds

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Ordered data 

•  Genomic sequence data

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Spatial data

Average January 
temperature for 
land and ocean

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Data quality 

• Examples of data quality problems: 

• Noise 

• Outliers 

• Missing values 

• Duplicate data 

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Noise

• Noise refers to measurement error in data values

• Could be random  error or systematic  error 

Two Sine Waves Two Sine Waves + Noise

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Outliers

• Outliers are data objects with characteristics that are considerably different 
than most of the other data objects in the data set

• Could indicate “interesting” cases, or could indicate errors in the data

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Missing values

• Reasons for missing values

• Information is not collected (e.g., people decline to give their age)

• Attributes may not be applicable to all cases (e.g., annual income is not 
applicable to children)

• Ways to handle missing values

• Eliminate entities with missing values

• Estimate attributes with missing values

• Ignore the missing values during analysis

• Replace with all possible values (weighted by their probabilities)

• Impute missing values

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Duplicate data

• Data set may include data entities that are duplicates, or almost duplicates of 
one another

• Major issue when merging data from heterogeneous sources

• Example: same person with multiple email addresses

• Data cleaning

• Finding and dealing with duplicate entities

• Finding and correcting measurement error

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Other data preprocessing methods

• Sampling

• Dimensionality reduction

• Feature construction and selection

• Attribute Transformation

• Examples: Discretization, distance calculations



Representing data in Euclidean space

• If data objects have the same fixed set of numeric attributes, then the data 
objects can be thought of as points in a multi-dimensional space, where each 
dimension represents a distinct attribute 

• Many data mining techniques then use similarity/dissimilarity measures to 
characterize relationships between the instances

Tan, Steinbach, Kumar. Introduction to Data Mining, 2004.



Next class

• Reading: Chapter 2 PDM

• Topic: Populations, samples, statistical inference


