
DC2: Scalable Distributed Communication Middleware for the Cloud
 

Karthik Nagaraj, Hitesh Khandelwal, Ramana Rao Kompella, Charles Killian
Purdue University

Scribe
 

DC2

▪Distributed Communication
▪Tree Multicast
▪Scale to Many Groups; Large Sizes
▪Content storage & caching

 

  Cloud:
▪Datacenters, racks
▪Geo-distributed
▪Reduce backbone Network traffic, cost

Applications
▪Social Network
▪Geo-distributed Object Caching
▪Federated group of Web servers
▪Key-Value lookup

Characteristics
▪Large number of nodes in Datacenters
▪Datacenter bandwidth is NOT Free
▪Reduce traffic through Core-Routers

Overlay Multicast

SCRIBE

DC2
Data Center Distributed Communication

▪Multicast trees over Pastry
▪Hash topic string -> Unique 160-bit key
▪Node routes to key on Pastry
▪ Intermediate nodes become forwarders
▪Multicast on reverse path from Root

Advantages
• Scale to large group sizes
• Support Gazillions of groups
• Largely Decentralized

Limitations
• Limited flexibility picking tree edges
• Not optimized toward Network costs
• Many cross-datacenter links in a tree
• Many intermediate forwarder nodes

Datacenter-Rack Awareness

• Identify and Number
• Datacenter ID
• Rack ID

• Modify Node Hash
• Induce Location into 

Keys
• Seamless location 
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Experimental Evaluation

▪15 Machines: 8 Cores running Linux, 1Gbps
▪1125 nodes (75/machine). 1 Group/node
▪Group sizes (min,max,avg)=(25,700,150)
▪Traffic - uniform 800 random sources/sec

▪Categorize node into hierarchies
▪Manageable number of nodes in each group
▪Separate Tree construction from Overlay routing
▪Use Simpler Random Tree construction at each level
▪Smaller trees can be optimized easily

Constructing Trees
 

▪Use Consistent hashing to identify local coordinator
▪Request Root from the coordinator
▪Construct local hierarchy tree directly under Root
▪Node forwarded down the tree until leaf has space
▪Root identifies next level Coordinator and joins that 

tree

Latency Number of tree members

Implementation
▪Two layer Datacenter 

hierarchy
▪Scribe, DC2 over Bamboo
▪Custom Modified Location-

aware Scribe
▪ Implemented in Mace
▪Experiments on Modelnet

▪20x lesser Median Latency
▪50% lesser Node Stress
▪Optimal number of Forwarders
▪Minimum Traffic/group on 

Switch

Motivation

Node Stress

Design Scalable & Efficient Overlay 
Multicast Trees for the Cloud

Optimize the trees for lowest Inter-
Datacenter links, Core-router traffic

Design Group
Root

DC Root

Rack

Datacenter

Key Features
• Minimal links (traffic) between hierarchies
• Maintenance of smaller trees easier

• Only Subscribers contribute bandwidth to 
content Multicast

• Better traffic scalability (lesser node stress)


