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Abstract

Quantum computing and distributed systems may enter a mutually beneficial partnership in
the future. On the one hand, it is much easier to build a number of small quantum computers
rather than a single large one. On the other hand, the best results concerning some of the
fundamental problems in distributed computing can potentially be dramatically improved upon
by taking advantage of the superior resources and processing power that quantum mechanics of-
fers. This survey has the purpose to highlight both of these benefits. We first review the current
results regarding the implementation of arbitrary quantum algorithms on distributed hardware.
We then discuss existing proposals for quantum solutions of two fundamental problems from dis-
tributed computing: leader election and consensus. Quantum mechanics allows leader election
and consensus to be solved with no communication, provided that certain pre-shared entangle-
ment is already in place. Further, an impossibility result from classical distributed computing
is violated by the quantum solution of anonymous leader election — a unique leader is elected
in finite time with certainty. Finally, we discuss the viability of these proposals from a practical
perspective. Although, theoretically, distributed quantum computing looks promising, it is still
unclear how to build quantum hardware and how to create and maintain robust large-scale
entangled states. Moreover, it is not clear whether the costs of creating entangled states and
working with them are smaller than the costs of existing classical solutions.

1 Introduction

In recent years, quantum computing has been widely advertised as the next ground-breaking tech-
nological innovation that holds the promise to fundamentally change the way we do computing.
Futurists and lay people, as well as serious researchers from several diverse scientific areas, have
been fascinated by the potential advantages that quantum computing shows.

But harnessing the counter-intuitive laws of quantum mechanics has proven to be a hard prac-
tical problem. Up until today, there are just a few successful implementations of small quantum
computers. Unfortunately, scalability is an insurmountable problem for all of them, which is why
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they are used only for trivial computations to illustrate the potential advantages of quantum algo-
rithms.

Consequently, some of the research that we discuss in this survey is motivated by the possibility
to overcome the scalability problems of current technology. Such a goal can be achieved by learning
how to use a collection of small quantum computers to solve problems in a distributed manner via
casting known centralized algorithms into their distributed versions. We discuss this strategy in
Section 4.

Distributed systems can benefit from quantum technology as well, assuming the ability to effi-
ciently create and reliably use quantum entanglement. The phenomenon of entanglement counter-
intuitively invalidates the notion of local realism by creating non-local relationships between quan-
tum objects and blurring the physical state until a measurement is done. Considering two entangled
particles, the state of each of them is a superposition of the possible values of some physical prop-
erty and the joint state cannot be decomposed into a product of single-particle states. Non-locality
is manifested by the fact that a measurement done on one of the particles not only collapses the
superposition of the initial quantum state of the measured particle to a single definite value, but
it also instantaneously collapses the state of the other particle to a corresponding definite value,
regardless of the spatial separation of the two particles. It is this “spooky action at a distance” that
strongly disturbed Einstein [14] but was nevertheless confirmed later [1]. Entanglement is briefly
discussed in Subsection 2.3, but a far more detailed treatment can be found in [29].

The theoretical proposals that we overview in Section 5 offer impressive solutions for the im-
portant distributed problems of leader election and consensus — two fundamental problems that
sometimes can be a performance bottleneck, because they have to be routinely solved in distributed
computing. Subsection 5.1 presents quantum solutions for leader election and consensus without
communication but with entanglement that has been shared among the participating processors.
There is one main trick that makes these schemes work: choose the specific form of entanglement
in a way that ensures that measuring the entangled particles results in a collapsed global state that
satisfies the requirements for a valid solution. The quantum solution for consensus circumvents the
classical impossibility result of [17] because it works in asynchronous and fault-tolerant settings.
Subsections 5.2 and 5.3 consider the anonymous version of leader election and show how another
impossibility result [26] from classical distributed computing is violated in the quantum world —
a unique leader in an anonymous network is elected in finite time with certainty. Classically, when
topological asymmetries in the anonymous network cannot be exploited in order to distinguish a
leader, leader election is solved with high probability by random coin tossing [26, 39]. However, in
the quantum world, entanglement can be used to break symmetry even in completely symmetric
networks. Subsection 5.2 uses the same strategy of pre-shared entanglement as 5.1. Subsection 5.3
presents a more intricate algorithm that does not assume any pre-shared entanglement but uses
quantum communication to create certain entangled states that do not necessarily guarantee that
the leader can be chosen in a single step. Nevertheless, they guarantee that a leader is chosen
with certainty after a finite number of steps of gradual symmetry-breaking. The main trick here is
quantum amplitude amplification [4], which is also the essential technique that is used in Grover’s
search algorithm [20]. We briefly introduce quantum amplitude amplification in 2.4.

The quantum solutions of distributed problems are quite impressive, but in practice there are
very serious problems related to the implementation of useful quantum devices. Quantum entangle-
ment appears as a basic requirement for the functioning of any quantum algorithm that claims any
advantages over its classical counterpart, which motivates the conjecture that entanglement is the



fundamental source of all quantum speedups [21, 22, 25, 16]. It appears that quantum entanglement
is a new fundamental resource, the likes of which have never been known in classical computing.
The difficulty here is that a complete understanding of entanglement has not been achieved yet.
Simple cases of it have been explored by experimental physicists [28, 12, 40, 31], but nobody has
attempted to build the large-scale entangled states that are assumed for the solutions of leader
election and consensus. As a consequence, we currently do not know whether the costs of creating,
using, and maintaining entanglement do not outweigh the advantages that it offers. For example,
in the context of leader election, it might very well be the case that entangling a set of processors is
harder than simply a-priori choosing a leader and equipping each processor with knowledge about
the chosen leader. In the context of anonymous leader election, the additional cost of quantum
processing brings up the question whether it is worth having a quantum algorithm that elects a
unique leader in finite time with certainty when there are more efficient classical algorithms that
solve the problem with high probability. Moreover, the anonymous leader election algorithm that
we present in 5.3 suffers from two additional drawbacks: (i) The crucial underlying technique of
quantum amplitude amplification may not be implementable at a constant cost as the algorithm
assumes; (ii) Its physical implementation may not be able to preserve the theoretically promised
certainty of always electing a unique leader in finite time.

We assume that the reader is familiar with the basic concepts of distributed computing. Com-
prehensive discussions on the existing classical solutions of leader election and consensus can be
found in [39, 26]. In the next section we give a basic and by no means complete introduction to the
relevant background in quantum computing. We restrain ourselves just to defining the essential
terms and concepts that are crucial for understanding our subsequent discussion.

2 Quantum Computing Background

2.1 Quantum States

A comprehensive introduction to quantum computing can be found in the textbook by Nielsen and
Chuang [29]. They define the qubit, the quantum version of the classical bit, in two-dimensional
complex vector space. The accepted standard notation is the so called Dirac notation: two of
the possible states for a qubit are |0) and |1), which are known as the computational basis states
corresponding to the classical logical values of 0 and 1. Sometimes their vector representations are

used: |0) = ( é ) and |1) = < (1) ) The novelty here is that a qubit can be in many other states

as well—different superpositions of the |0) and |1) basis states. In fact, there is an infinite number
of possible quantum states, because a general quantum state is of the form |¢)) = «|0) + 3|1), where
a,3 € C are the probability amplitudes of the corresponding components of the superposition
and they have to obey the normalization rule: |a|? 4+ |3]> = 1. Even though a qubit can be
simultaneously storing two logical states, when a measurement in the |0), |1) basis is performed
on it, the outcome is either one of them but not both. After a measurement is performed, and a
classical bit is obtained from it, we say that the quantum state has been collapsed. The role of the
probability amplitudes becomes apparent when we collect statistics about the measurement results
for a multitude of identically prepared states — the square of the absolute value of a probability
amplitude predicts the portion of the total number of measurements in which the corresponding
component of the superposition shows up as the resulting collapsed state.

The joint state of multiple qubits is described by the tensor product (®) of the single-qubit



states of the individual qubits. For two vectors x and y of dimensions m and n, x ® y is a vector
of dimension mn. For example, [¢)) ® |¢), the two-qubit joint state of qubits |[¢)) and |¢), is a
vector of dimension 4 because the single-qubit states are vectors of dimension 2. The ® symbol
can be omitted whenever the tensor product (multi-qubit state) is obvious, so the notation for this

example can be also be [, @) or |[¢). Also, [¢)®F = [4p) @ [¢) @ ... @ |[¢) denotes a k-qubit state
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