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Self-Learning Disk Scheduling
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Abstract 6 Performance of disk I/O schedulers is affected by many factors, such as workloads, file systems, and disk systems.
Disk scheduling performance can be improved by tuning scheduler parameters, such as the length of read timers. Scheduler
performance tuning is mostly done manually.

To automate this process, we propose four self-learning disk scheduling schemes: Change-sensing Round-Robin, Feedback
Learning, Per-request Learning, and Two-layer Learning. Experiments show that the novel Two-layer Learning Scheme
performs best. It integrates the workload-level and request-level learning algorithms. It employs feedback learning techniques to
analyze workloads, change scheduling policy, and tune scheduling parameters automatically.

We discuss schemes to choose features for workload learning, divide and recognize workloads, generate training data, and
integrate machine learning algorithms into the Two-layer Learning Scheme. We conducted experiments to compare the
accuracy, performance, and overhead of five machine learning algorithms: Decision Tree, Logistic Regression, Naie Bayes,
Neural Network, and Support Vector Machine Algorithms. Experiments with real-world and synthetic workloads show that self-
learning disk scheduling can adapt to a wide variety of workloads, file systems, disk systems, and user preferences. It
outperforms existing disk schedulers by as much as 15.8% while consuming less than 3%-5% of CPU time.

Index Terms 6 Machine Learning, Application-transparent Adaptation, 1/0, Operating System.
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1 INTRODUCTION

Due to the physical limitations such as the@suming seeks system that can adapt to the varying conditions and achieve optimal
and rotations of disks, performance impaments for modern performance automatlly. Weintend to explore ifautomaibn can

disks have significantly lagged behind those of modein nimprove efficiency and accurg and fow much overhead incurs.
croprocesors[18]. /O sygens have becomeéottlenecks of ao- We proposea new type of intelgent disk I/O schedets self
temporary computer systems /O systems, disk schedulers; learning schedulersvhichcanlearn about the storage systemin
sponsible for dispatching pding requests from file systems tothemselvesutomatically adaptto various types ofvorkloads, and
physical disks,must be carefully designed and implented for make optimal schedling decisions The poposed alf-learning
performance. scheduling schemeharacterize I/O workloads by a number of

Benchmarksshowv that thereis no single diskschediler that essential attributes, clas@fthem at runtime, and makéhe best
could provide good performanceconsistentiyunder varyingcond-  I/O scheduling decisiom online, offline,and combired learning
tions [5]. The performance dfisk schedules is affected byvork- mades
loads (such as sequential, random, ritimedia, and http-server We discuss four selflearning schedling schemes namely
workloads, file systems guch asXfs, Ext2, and Ext3), disk sg- Changesensing RoundRobin Feedback Leaning, Pefrequest
tems guch aRAID, single diskflash disk, andirtual disk), tuna- Learning, and Twdayer Learning We show that thenovel Two-
ble parareters, user preference (such asperformance, responselayer Learning Schemis the best. The schentembines wdk-
time, and fainess), and CPU sgsns éuch asMulti-core CPUs loadlevel and requedevel learning algathms and employs
andHyperthreadng CPUs). feedbacknectanisms

Schedulers have tunable parameterse.g., the length of Machine learning techniques(] are effectively used irelf
read/write timersFor new system configurationsuch as neviile learning disk schedulers to automate the scheduling policg-sele
systens or hard disls, we need to réunethe disk schedulingys- tion and optimization process We discuss how tamplementthe
tem to ensure optimal performancer Folatile workloads the disk selflearning schéuling scheme within the Linux kernahd con-
schedulermust betuned constantly. Tuning systems manuallyo  duct experiments toompare the accuracy, performance, and-ove
achieve best I/O penfmances difficult. head of fivemachine learning algorithmsC4.5 Decision Tree,

It is desirableto automate the whole procedacludingfile Logistic Regression, dle Bayes, Neural Network, and Support
sygemhvorkloaddisk recognitionscheduling policy set#ion, and Vector Machine Algorithra. The selflearningschedulerautomait
parameter tuning/MVe intendto design and implemertschaluling cally creats /O peformance modelsgathers system workload

information, does both offline and online analysis, and fits timo
5655888588888588 operating system keel. We describe how to tune essential pagam
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learning algorithmsWe alsocompare three configuration modes oframeworkthatenhanesmultimedia peformances

the selflearning scheduler: online, offline, amdmbinedconfigu- Storagesystem nodeling

ratiors. We evaluate the performance and overhead for both real There are a number sftudies on how to model storagessy

world aplications andisnulated senarios. tems. Anderson et al. [13] analyzed workloads to desigd im-
The rest of the paper is organized as follo®sction 2dis- plement a new storage systerthea than the I/O scheduléiang

cusses related works. Sectiond8scribesthe architecture of the [14] used machine learning teclmpies to evaluatthe storage sy-

seltlearning disk I/O schedulingcheme Section4 introduces the tem as ablack box Sivathanu et.al [34] discussed a smart disk

learning components of the sédfrning schedulingscheme Sec-  sygem. Hidroboet al. [16] proposed a model fdisk dives. Riska

tion 5 evaluatesperformanceand oveheadof the proposedself et al. [45] discusseddow to characterize disk drive vikoads.

learning schemewith different machine learning algorithms andMachine learning systera

configurationsSedion 6 summarizes ouresearch Researchers have appliecchine learning techniqués en-
hancevarious I/O storage systenigjt not the I/O schedulerstill-

2 RELATED WORK ger et al. [15] discussed learning DBMS ptimizer that uses a

Classicl/O schedulers feedback loop to emmce the query optimétion. Shen et al. [37]

The simpleFirst-In-First-Out (FIFO) disk scheduling atgithm  utilized clustering algorithms to discavéugs elated to thel/O
incurs significant delays fomlmostall types of wokloads because system.System specificationsfor example disk seek time and
of the seek and rotation overheathe Shortest Seek Time First rotation time,are usd in their approactio predict system perfo
(SSTF) andthe Scan schedulersqueue and sort the disk accessance.Wildstrom et al. [47] used machine learning algorithms to
requestgo minimize theindividual seek time [, [10]. There are reconfgure hardware according to workloads. They manually ran
algorithms designed to minimize total segke and rotation late  the system commands to get statistics and usEA\software
¢y, e.g.,Shortest Total Access Time First (SATF) [19]. Howevepackage [59] to alyze the data. Seltzer et al. [48] described a
for reattime and other respongiene sensitive systems, algorithmshigh-level in situ simulation method for adaptiveesgting sgtem
designed to minimize seek timeagncause stawtions of some Quality of service (QoS)
requestd8]. Reattime disk scheduling algorithms try to schedule  Performance isolation an@oS (uality of servicg are -
disk access requests with the goal of meeting individual requpstted features of negeneration disk /O schedulers][121],
deadlines. A number of retime algorithms exist, includingdgli- [41]. For kample, we may associate each workload with a priority
est Deadline FirstED), Earliest Deadline ScqD-SCAN), Feas numbey and the workloads with higher priority humbessuld
ble Deadline ScafFD-SCAN), and SMART schedkers [8], [11]. sharelargerportions of disk bandwidtiVilkes et al. [23] designed
For synchronous reabquestsissued bythe same process, tiad a QoSguaranteed storage system
tional algorithms suffer from the deceptiveadtss conditiorand

may cause performance degradation. Naork-conserving [1]
Anticipatory scheduler solves the problem by introducing a sho[ é\gg:EF[I)E[(J:LL[#(?;ES(?;?EE[\%F-LEARNING DISK

waiting periodafter request dispatching
Heuristic-basedl/O schedulers 3.1 Performance Issuesf disk I/O schedulers
Previousresearch effosemployheuristics rather thaeaning The combined performander disk I/O attime intaval (t, t;) can
algorithms to build smaO schedulers. Popovici et al. [¢pn- be represented by a thrdenensional vectoPy (t, 1, g), where t
structeda tablebaseddisk modelto predict response time. Theydenotes throughput, r denotes resgotime,and g @&notesQoS
considered diskparameters and usedatistic such as mean and Based orthe pattern ofpreviousresearch iditeratureand our en-
maxmum Seelam et al. [12] discussed an awdtic scheduler pirical experiencesye have identifiednost fattorsthat are critical
selection mechanisthat does noemploylearningalgorithms. to disk perfomance E.g, after noting that tunable prametersof
Intelligent I/O schedulers schedulers affect theeformance greatly, wencluded themin the
In addition to traditional I/O schedulers][17], [8], [9], [10], model. We usefimd (miscellaneousto represent other factotisat
[11], [21], several proposals for intelligent I/O schedulersehamay affect the performanc&he synbol/notation tablg(Table 1)
emerged in recent yeatsund et al. [17] proposed a disk schiedt  shows fomal notaionsfor performanceelated paraeters.Hence,
for multimedia systems. Itheir model the initial bandwidth al thedisk performancecan be remsented as:
cated for a multimedia file is prassiged in the databasend t
requests arsent to disks in batches without considertingprope- Paisk (t, 1, Q)= ﬁz S(f,wed pm) @
ties ofunderling disks. Dimitrijevic et al. [38]designed ached- 4
ler based on their proposed preemptible /O system that is notUsess can specifypreferencesn the performancd-or exanple,
commanly used at the time of writindladhyastha et al. [39[40]  reattime applicationusersmay preferlower response time to
discussed methods rf@adaptive I/O systems. Howeyeheir ne-  higher throughput Such preferenceon performancecan be
thods aredesigred for file system paies such as préetching.  represented by a viex UP. Formally, we have:
Riska et al. [42] proposed an adaptive scheduling algorithm thatUP = (ty, r1, 1), wherety, r; andg, satisfy:
can adjust its parameters without considering filetesys and 1) t,r, ol [1,23];and
disks.Lumb et al. [44] discussed a frédock scheduler that seh 2) t+n+aql [6,7]
dules elated background requests together with regular requests td-or t;, r;, and gy, larger numbe denote higher priority.Users
increasedisk bandwidth utilizationKarlsson et al. [41] dcussed can assign equal priority numbefor examplet;=3 means that
performance isolation and differentiation of storage systems usthgoughput is the most iportant factor for our diskcheduer and
controktheoretic methods. In their pmach, users controlthe r;=0;=2 meansthatresponse time an@oS are equally important.
throtling of requestsMokel et al. [20] presented a schedulindAn instantiation of the vector specifiése preferenes of users,
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Tablel

Symbol/notation table

2002, onsmaller sgtems, the begterformingfile system is often
Ext2, Ext3,or RasaFS, while on largesystemsXFS can provié

Symbol Notation the best overall perforamce. Whether a file system has the jolirna
t throughpgt ing featurealso affects the performandeor exampleExt3, a jou-
r response time naling extension to Ext2, is found to exhibit worse performance
g QoS(quality of servicg than Ext2 [25]. Cadhg and prefetchingimprove disk 10 pe-
S /O system formance. If therequestedlock is dready prefetchedor cached
f file sysdem there is no need to access di2k]. Data mining algorithms can be
w workload usedfor effective prefetching [33]. No single file system ishe
c CPU best under all circumstanceand a paticular dsk scheduler may
d disk favor a paticular file systen{32].
p tunable parameter Impact of disk. Disk I/O performance varies greatly witypes of
m miscellaneous factors disks. Different disks have different characteristiosluding read
i disk scheduler ovethead, write overhead, setine, sector size, revolution sed,
UP userpreference anddisk buffer cache sizg]. Of aspecial inteest isthedisk cache

size. Withalarger diskcachea disk can serve more requestshwit
e.g.,UP = (3, 2, 1) means that usassigngshe highest priority to out additional seekor rotation. RAID (Redundant Array ohdle-
througtput andthe lowest priority toQoS pencent Dsks) uses multiple hard disks to sharereplicate data
We want a optimaldisk /O schedule(igyima) that provides among disks [6]. Dgending on tk level of RAID configuration,
optimal performance for useecros dl workloads,file systems, disk schedulers show different germanceresuls. CFQ scheduler
disks, tunable parameteysand CPUs Depending on user pef outpeforms Anticipatory scheder with RAID-0 butlags in case
rences, it can optiiee throughput, response time, QoS Sincew  of a single disk and RAI [5].
(workload), f (file system), d(disk), p (tunable parametersk Emerging disktechnologiesfurther complicatethe matter.
(CPU), and m(miscellaneous factorg)an change, it is clear thatFlash disks are random access disks without seek Tinesptimal
ioptimal IS @ adaptive oraclelike scheduler that catuneitself dy-  disk scheduler for flash diskis Linux is Noop (essentiallyFIFO).
namicallyto provide optimal performanaeender all conitions A characteristic ofthe flash dsk is the limited number of write
Impact of workload. The performance of diskchedulers varies cycles petlock. To maximizehe life span of flash disks, in add
with workloads. A workload consists of a set of requests issued fioh to spcialized fie systems [27], ideal diskchedulers may
the file system. For exampldsIFO scheduler is weluited for shortly delaythe write requests, in hope thald and new writes
workloads that consist of requests to read a number of contiguensy targethe same block so that only one write needs to be co
blocks onadisk Its performance degradsignificantly with wok- — mitted. Furthermore, virtual disks, provided by virtual machines,
loads that consist of random reads. Anticipatory schedulde-is show limitations ofexistingdisk schedulers [29].
signed for synchronougad workloads Experiments based on Disk schedulers can acquiperformance parameters to make
benchmarkg5] have shown thawith single disk and CPUCFQ more informed sheduling decisionsFor exampleseek reduction
(Complete Fair Queue) schedulwill outperform Anticipatory schelulers can accately predict disk access time withprecise
schedulerfor file-server workloas. When other conditions are seektime piofile of the disk. Such performanc@arametersare
equal,ore particularschedler normally stands out witthehighest acquiredby checking hard disk databasexecutinginterrogative
performancefor afixed workloadtype. commands, or redime experimenting and moniiog of disk
Note that workload might be mixed, i.¢.different types of behavors[28], [43].
applications may be requesting dis® laccesses at the same timempact of tunable parameter. Disk schedulers often come with
and each of them can exhildifferent workload charactetics. several prameters that can be adjusted by system administrators.
Such workloads need to be adsted by Qo®ware I/O schdulers  For example, Antipatory s£hedulerhastwo important parameters:
[7]. Wediscusghis issue irSubsectiorb.3 1) read_expire, which controlthe timeuntil a request becorse
Characterizing workloads and devising methods torgjstsh expired, and?2) antic_expire, which controls the maximum amount
between different types of worldds is crucialn designingscre- of time the scheder can wait for a request [30]. Studies show that
dulers Disk I/O workloads have interesting arrival and acce$s pavith proper parametersetting Anticipatory schediler peforms
terns.Studies show that I/O workloads are sgthilar with burst  best[5]. However, t is difficult for users to adjust sin parameters
ness[22], which is consistent with setimilarity of network tréfic  unless they understand the scheduleriats.
[24]. Impact of CPU. CPU utilization isa performance metrifor disk
Modeling disk I/O access paths is complicated due to thel/O schedulers. High CPU utilization not ordgiuss systemover-
wide variety ofdisk access workloadThe proposedelflearning head buis also detrimental to performancédisk schediers The
scheduler lears, models, and classifies th@rkloads. For eam- reason is thathe access requests may be delayed due tesixee
ple, workloads can be learned and classified as server workloagisie spent in computatisn With the advances in CPU techool
personal computer workloadsmbedded coputer workload, and  gies (such aHyperthreading, Multi CPUs, and Multiore CPU}
multi-user workloads we expecidecrease IIlCPU utilizationfor disk schedlers A more
Impact of file system File system can greatly affect the perfo CPU-bound diskscheduler benefits mofeom faster CPUs.
mance of disk I/OFor exampleprior to versior2.6.6, the Ext3 file Impact of user preference Due to the wide variety of computer
system inthe Linux kernel had a reservation code bugpich not users, the expectations for the disk scheduler \dsgrs ofHTTP
only degradd the disk I/O performance but also chasigee pe- and FTP serves expect highthroughput, whileusers ofreattime
formance ranking of dislschedilers [5]. Studiesshow that, in andinteradive systersexpect short response time. Disk uttizn



Fig.l Architecture @erview of selflearning scheduling.
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In this simplestalgorithm all traditional schedulerscoexistin the
operating systenT.here are two phas@sthis algrithm.
Phase 1. Selection Phasthe selflearning corein the operatig
systeminvokes all schedulers in mundrobin fashion: each dis
schedulerin alphabeticabrder,is effectivefor a short time qua
tum. There is only one #ge disk schedier at a paticular time
The selflearning core logs all performance data,tsas espase
time and throughput, intthe log databasecompares the penfo
mance andselects the best scheduler.
Phase2. Execution Phaseln Phase 2he selected scheduler is
activated Because workloal and system configuratisnmay
changethe systen should switclto Phase 1 and +&electthe scle-
duler on a regular basisHowever, frequent switching imposes
heavycosts includingqueue processinfpr old and new schettu
ing policies, memoryccessesand execution of kernel codasle
minimize the cost by switching fromPhase 2 to Phadeonly un-
der one of the following two calitions

1) When a significant change tfie workload is @tected.
Significant change dheworkload is defined aasmall corredtion
of request distributiah betweenthe current and previous wer
loads. In reality the workload consists of a large number of requests

is an additional metricThe design of existing disk I/O schedulersind carbe noisy. A balancemust be struclbetween efficiency and

favors a particular type of user preferenéeor examplethedeal-
line scheluleris designed to meshort responséne requiremerst

With emerging applidéons such as multimedia servers and virtuathanges in workloads.

machines, faness andQoS come into playFor userswho prefer
fair allocation of bandwidths, the throughmrtented disk sched

performance Any significant change of workloadshould not be
overlooked while the systemcannot beoversensitive to small
For example, four to five random reads
within a large humber of sequential reati®uld not be flagged as
afi wor k| o aodundamentally,eve need a precise classific

lers fail to meet their expectationfRe®archers have proposedtion algorithm for differentypes of workloads. We dicuss details

templatebased user preference mbdg [31].

3.2 DesignObjectives

of the classification algorithm in Son 3.
2) Whena significantly deteriorated system performance is
observed. This includethe throughput drggng below a certain

The architecturef the proposedselflearning scheduler is shownthreshold, eg., 50Mbfs, or the aggregted response time ¢m@ring

in Figure 1 in which grayrectangls representhe newscheduling
componentslt consists of aelflearningcorethat executs lean-

longer than a certain threshold, such as 800 withisds.
We check the above two conditions everyel; seconddde-

ing algorithmsa log database that stores performance and sehedault value: 60seconds The selected diskchedutr is statistially

ing data,a decision module that seits the best schedulingljmy,
and a user interface.

The design objectivefor the proposedelflearning scheder
are:
Maximum Performance The proposedschedulermust achieve
optimal performance under all conditions. Depending on pser
ferencas, maximum performance can leterpretedeither as the
highes throughput otheshotest response time.
Low Overhead and FastDecision The proposedschedulemust
imposeminimal overheaddn the existing sysgem. Memory ca-
sumgpion andCPU utilizaion mustbe low. Executiontime mustbe
short
Accurate Classificaion and Tuning. The proposedscheduler
must accuratelyidentify different workloads, file systemslisk,
CPU sysems anduserpreference. It mustbe able to tune schedu
ing parameters automatically
Fairness TheproposedschedulemustguarantedairnessandQoS
to all processes requestili@) accesses.

3.3 Candidate Sf-learning Core Algorithms

We presentfour algorithms thaechieveautomaticscheduling pat
cy selection and analyzewhy the fourth is expected tgeform
best.

3.3.1Algorithm 1: ChangesensingRound-Robin Selection
3.3.1.1Algorithm Description

guaranteed to be the best imts of overall throughput or response
time kecause ofthe selfsimilarity of disk acces§22]. However,
the results depend on the accuracy of the workload clasisific
and change detectio®ne may overlook changes of workloads,
fail to start a new compative analysis of all disk schelérs, and
end up with a suliptimal choice
3.3.1.2 Algorithm Pseudocode and Complexity

We denoteghe number of disk schedulsias N We assume that
each read/writ@perationof the logdatabas¢akes Of). Note that
during the logging we pefiorm only two write operationsanddur-
ing the comparison and seliéan we canselectthe best scheduler
without sorting Therefore lhe complexity ofthe selection part of
Algorithm 1 is Of) * O(1) + O(N) = O(N).
3.3.1.3Algorithm Discussion
SchedulerParameter TuningPhase Ican be modified to run I/O
schedutrs many timeseach timewith different parameteinitiali-
zations,to determine the optial parametersettings To limit the
search space for parameter optimization, weusanheustics. E.g.,
we can double the initialization value of a particularameter
each timeand watch its performance. If the performance comistan
ly decreases, we stop incriggsthe value and@treaset by half.
Time QuantunLength in Phase .1in determiningthe quantum

length we make sure that enough requests will be processed by the

system, yet no scheduler will occupy the system for too kmipat
the turnaround timéecoms unacceptable. The default valise



